Warsaw University of Technology
Faculty of Power and Aeronautical
Engineering
Division of Theory of Machines and Robots

MS Thesis

Optimizing Walking of a Humanoid Robot using
Reinforcement Learning
by

Ajay Kumar Tanwani

Submitted in partial fulﬁllment of the requirements of MS programme
European Masters on Advanced Robotics - EMARO
Robotics and Control - st241216

Supervisor: Dr. Pawel Wawrzyński
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Abstract
The thesis addresses the use of real-time reinforcement learning for model-free
optimal control of challenging motor tasks in robotics. The diﬃculty associated
with deﬁning an initial policy of the desired movement, commonly known as policy primitive, is a fundamental limitation in applying reinforcement learning to real
control problems. We present a novel framework to augment the capabilities of reinforcement learning with a simple inverse prediction policy that executes the task according to the current state of the environment in an autonomous time-independent
manner. The inverse prediction policy can readily be combined with a stochastic
control policy to explore the action space online for optimal control of the motor
task. The proposed approach is evaluated to optimize the walking speed of an 18
degrees of freedom humanoid robot without having any knowledge of its dynamic
model. To this end, we follow a three step methodology: 1) intuitively engineer
a walking gait of the robot by simply interpolating between four ﬁxed postures of
the robot to complete one walking cycle, 2) learn the intuitive walking pattern with
neural networks to encode the inverse prediction policy, and 3) optimize the control policy online using reinforcement learning. The real-time implementation issues
of autonomous navigation with delayed feedbacks are addressed in implementing
the framework. To augment the capabilities of reinforcement learning in real-time
for higher dimensional space, the actor-critic reinforcement learning algorithm is
combined with experience replay and ﬁxed point method of step-size estimation to
eﬃciently learn the optimal policy. Our preliminary results show that the robot
quickly learns to avoid falling and increase its step length by only using sensory
information of its state without any model. To the best of our knowledge, these are
the ﬁrst set of experiments in which the reinforcement learning paradigm has been
successfully applied on a real walking robot using complete model-free approach in
such a high-dimensional space.
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Chapter 1
Introduction
The world around us is markedly changing as robots are encroaching in our everyday lives at an enormous rate. With increasing functional and behavioral expectations of robots to assist humans in daily tasks, it has become imperative for
robots to develop human-like skills and be able to move smoothly in real-world environments. Humanoid robot walking, in this context, presents a unique challenge
to the underlying development of service robotics because of its intrinsic instability,
high dimensionality, complex dynamics and unstructured environmental conditions.
The problem has not only attracted robotics industry, but has been of fundamental importance for biologists and neuroscientists investigating human morphology,
mechanics and control in order to understand human walking and provide solutions
for its impairment. The humanoid walking problem is addressed in this thesis from
the perspective of motor control in robots.
Motor control is the problem of deﬁning a set of inputs that should be applied
to the robot in order to generate the desired behavior. For example, the torques
required to move the arm from one position to the other. It is a complex task
involving a sequence of operations: 1) planning of motion with respect to the arm
and its surrounding environment, 2) transforming this movement to individual joints,
and 3) executing these joint motions using some dynamic formulation to realize this
task.
Recent advancements in computational science help us to look at this motor
control problem from ‘natural’ point of view. Human beings are able to acquire new
motor skills and improve existing ones based on their experience. Similarly, robots
can learn to optimize their task if they are able to interact with the surroundings
in the same way. A very promising approach in this domain, and the main subject of this thesis, is reinforcement learning; that draws its roots from behaviorist
psychology. Unlike supervised learning, there are usually no correct examples to
1

learn from in this paradigm. Rather the reinforcement learning problem dictates
the learner to iteratively interact with the environment, get feedback from it and
use that feedback to learn the best control policy. The iterations in the procedure
and the use of environment’s feedback are the aspects that reinforcement learning
derives from human behavior. These concepts are old, yet, applications in computer
science and particularly in optimal control are new advancements in reinforcement
learning.
Despite the generic paradigm of reinforcement learning to deal with a large class
of problems, the applications of reinforcement learning in realistic control tasks are
rather limited. The major limitation with reinforcement learning is in scaling it
to high dimensional space where it takes infeasible amount of time to ﬁnd a good
solution. We address this problem in a two-fold way in this thesis: 1) conﬁne the
search to a sub-optimal region by encoding a ﬁxed policy representing the desired
movement, and 2) speeding up the reinforcement learning process by using previous
experience of the robot. For the ﬁrst part, we use the principles of bio-inspired motor
control to propose a new internal model of the environment – inverse prediction
model – that predicts the motor commands to be applied from the state of the robot
in an autonomous time-independent way. The prediction is based on the learned
experience for a given motor control task. For the second part, we combine the
actor-critic reinforcement learning algorithm with experience replay [Wawrzynski,
2009] and online step-size estimation [Wawrzynski and Papis, 2011] for real-time
eﬃcient learning.
We are interested in using reinforcement learning for realistic and challenging
control tasks where the dynamic model of the system is not available and online
learning is required to adapt the controller according to the environment. Walking
robots have been a focal point in robotics since the beginning because of their
resemblance with humans and ability to move in rough terrains where wheeled robots
cannot move. The intrinsic complexity in its dynamics during ground contact and
foot lifting, along with increased degrees of freedom makes biped walking diﬃcult
to model for control algorithms. For learning algorithms, the challenge is to ﬁnd a
good solution in small number of iterations while dealing with the uncertainties in
noisy data.
In this thesis, we use our framework to optimize the walking speed of an 18
degrees of freedom customized humanoid robot, Bioloid, with six degrees of freedom
in each leg. We discuss real-time implementation issues of navigation with lowcost sensor and delayed feedback to make commercial oﬀ-the-shelf cheap humanoid
robots suitable for autonomous learning. The experiments are carried out on the
2

real robot and the results suggest the feasibility of model-free biped walking using
real-time reinforcement learning.

1.1

Problem Description

Motor control problems pose all kinds of challenges to existing control schemes with:
1) non-linear diﬀerential equations, 2) high dimensional task space with redundancy,
3) online adaptation to unknown and noisy environments, and 4) real-time implementation. It is very diﬃcult to formalize such tasks with classical closed-loop
models. It is more intuitive to think of such problems in terms of desired behavior
like what the robot should do and what it should not. The control paradigm dealing
with behavior speciﬁed problems is called ‘optimal control’. In optimal control, the
desired trajectory is not known and the objective is to maximize a functional of the
controlled system’s behavior by modeling the constraints of the system. Unfortunately, the formal description of the optimal problem is quite diﬃcult owing to the
inaccuracies and lack of details in modeling the system, but fortunately, reinforcement learning provides leverage for such complications.
The problem of learning for optimal control in robots is to ﬁnd the appropriate
motor commands in response to the sensory feedback for a particular movement
task. The goal of learning can be formalized as the search of a task-dependent
control policy1 that maps the state x of the robot in a continuous way to the control
input u:
u = π(x, α)

(1.1)

where α represents the parameters of the policy π. For intelligent robot control,
there are two main classes of control policy: 1) reactive control policy - there is a
straightforward relation between the state and the the control input, and 2) behaviorbased control policy - there is a reasoning mechanism involved while producing a
control input. In this thesis, we are interested in combining these policies to make
robots capable of adaptively controlling their behavior in realistic scenarios where
the model of the system is not available. We give a realization of this problem for
model-free optimal control of biped walking.
1

A policy is a parameterized representation that defines the mapping of the state of the system
to its actions in a continuous way.
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1.2

The State-of-the-Art

A lot of eﬀort is made in the reinforcement learning community to scale the algorithms for high-dimensional systems. Recently, an Expectation-Maximization (EM)
based algorithm called PoWER – Policy Learning by Weighting Exploration with
the Returns – has been shown to outperform policy gradient approaches for benchmark motor learning problems [Kober and Peters, 2011]. The desirable attributes
of PoWER are: 1) no learning rate parameter is involved, and 2) previous experience is combined by per-decision importance weighing technique. To incorporate
the desired motor tasks into reinforcement learning framework, Dynamic Movement
Primitives (DMPs) are most commonly used. DMPs encode the desired movement
as a dynamical system with a set of attractors [Ijspeert et al., 2002a]. The attractors
are learned using imitation learning and have been demonstrated with a humanoid
robot performing tennis swings and various drumming patterns. Nakanishi et al.
extended the concept of DMPs as a central pattern generator (CPG) for learning
biped walking [Nakanishi et al., 2004]. Kober and Peters followed the imitation
stage with reinforcement learning for teaching a robotic arm the challenging task
of putting Ball-in-a-Cup [Kober et al., 2010]. In our framework, the real-time reinforcement learning algorithm combines experience replay and ﬁxed point method
of step-size estimation to achieve autonomous and eﬃcient learning. We propose a
novel method of inverse prediction to encode a desired movement as a ﬁxed policy
for reinforcement learning.
Despite these promising approaches among several others, reinforcement learning hardly ﬁnds its applications for real implementation on biped walking robots.
Even the most renowned humanoid walking robot, ASIMO - developed by HONDA
Motor Company - uses an adjusting trajectory tracking controller to keep its net
balance in the center of its foot [Hirai et al., 1998]. One of the prominent example of
learning to walk comes from the biped, ‘Toddler’ - built at Massachusetts Institute of
Technology (MIT) - that exploits the natural dynamics of walking with passive hip
and two degree of freedom actuated ankles. The robot begins walking from a blank
state and the learning converges in about 20 minutes [Tedrake, 2004a]. The success
is achieved by considerably simplifying the dynamics of the robot. The authors,
Benbrahim and Franklin, achieved model-free dynamic walking on their robot, having six joints and supported with a walker, by dividing the task between the central
controller and the peripheral controllers. The controllers are pre-trained using a
simulator ﬁrst and the robot learns to walk after 5 hours of training [Benbrahim
and Franklin, 1997]. Optimizing biped walking gait by learning has been studied by
many research groups, but most of this work is based on model-based approaches.
4

Morimoto and Atkeson proposed model-based reinforcement learning to learn the
appropriate placement of the swing leg according to the inverted pendulum model.
The decision is based on a learned model of the Poincare Map of a periodic walking
pattern [Morimoto et al., 2005]. Successful walking policies were achieved for both
in simulations and on real robot.
A common methodology seen in the state-of-the-art research is to select a model
for biped-walking and use reinforcement learning or other learning paradigms for
automatically tuning one or two parameters critical for improving the performance.
On the contrary, the approach adopted in this thesis is to achieve model-free optimal
control by complete model-free interaction with the environment.

1.3

Biological Motor Learning System

The problem of model-free adaptive optimal control in robots is similar to that of
control in humans.i.e, human beings do not know anything about the dynamics of
their system, yet they are able to control and optimize the motor tasks by sensory
information. In this section, we quickly review the fundamentals of biological motor
learning system that help us to formulate the requirements and expectations of
motor control in the real-world robots [Doya et al., 2001].

1.3.1

Adaptive Learning

The empirical studies of motor control suggest that human movement can be governed by: 1) feedforward control - controls are based on predictions using inverse
model, resulting in same output as input, and/or 2) feedback control - controls are
generated based on error signals between the desired state and the actual state.
One of the pioneer works to alter the long established feedback control concept
was demonstrated by Polit and Bizzi where they trained the monkeys to point to
a target light source without the sight of the arm [Polit and Bizzi, 1979]. Even
when the monkeys were deaﬀerented (the sensory feedback was cutt oﬀ), the arm
accurately moved to the target. Another surprising result of their experiments was
the capability of deaﬀerented monkeys to point to the intended target even when
they initially displaced the arm without the visual sight of monkeys just before
the movement, contrary to the case if movements had been pre-programmed with
feedforward control. This led Hogan to propose the theory of impedance control
according to which the motor commands modulate the stiﬀness of muscles to keep
equilibrium of forces during environment interaction [Hogan, 1985].
5

Kawato et. al. proposed a feedback-error learning scheme to model the adaptive nature of motor control by brain. The model suggests that humans learn to
compensate for environmental forces in a feedforward way by gradually minimizing the feedback error [Kawato, 1990]. However, the model fails to explain the
unstable interactions with the environment common in everyday tasks. Franklin
et. al. proposed a V-shaped feedforward learning function for both muscles of an
agonist-antagonist pair that simultaneously control the net torque and the stiﬀness
required to compensate external forces [Franklin et al., 2008]. Currently, a lot of
work is done in this regard with impedance control and variable stiﬀness actuators
to enable robots to adapt their movement against unstable environmental forces.

1.3.2

Reinforcement Learning in Brain

Despite the complications in underlying motor control, the most interesting functional aspect of human brain is to analyze and control the movements in an ‘abstract’
way based on rewards and penalties. Reinforcement learning has found its application in neuroscience to explain the working of basal ganglia - the part of brain that
contributes in motor control depending upon dopamine projections [Doya et al.,
2001]. Dopamine is a neurotrasmitter that is released in the brain as a result of
neuronal activity in response to rewards received from the environment.

1.3.3

Modular Control

Humans show a great repertoire of motor skills under diﬀerent environmental conditions. Exhibiting this behavior in robots is a non-trivial control problem which
humans are able to solve because of great modularity in control. The neocortical
columns - vertical structures of neocortex in brain responsible for sensory perception
and generation of motor commands - act like basic functional controllers with thousands of neurons in it. The experimental evidence suggests that these controllers
acquire internal models through learning and are activated in similar context for
which the model has been learned [Imamizu et al., 2000]. This can be visualized with a piano having millions of keys and upon striking one key, it produces a
characteristic sound, while simultaneously combining diﬀerent key strokes give new
sounds. Wolpert and Kawato proposed a modular architecture comprising of multiple paired forward (predictor) and inverse (controller) models to combine diﬀerent
behaviors [Wolpert and Kawato, 1998].
The cognitive perspective of motor control in humans provide a valuable base
for theoretical models and real-world implementations. In this thesis, we propose a
6

new internal model of the environment in Chapter 3 that drives the motor units in
an autonomous time-independent way.

1.4

Contributions and Organization

• In Chapter 2, we introduce the real-time reinforcement learning algorithm
that combines experience replay with step-size estimation for eﬃcient and
autonomous online learning.
• The major contribution of this thesis is highlighted in Chapter 3. We augment
the real-time reinforcement learning algorithm with a ﬁxed inverse prediction
policy that encodes the desired movement of a particular motor task.
• Chapter 4 introduces our customized humanoid robot. The main focus of the
chapter is on autonomous navigation of humanoid walking robot. We propose
a goal-directed data fusion scheme for linear velocity estimation of the robot
by combining the sensory data of IMU with the kinematic model.
• The proposed augmented reinforcement learning architecture is evaluated on
a humanoid robot to optimize biped walking in Chapter 5.
• Finally, Chapter 6 concludes the thesis with an outlook to future work.

7

Chapter 2
Real-Time Reinforcement
Learning
Reinforcement learning has proven itself to be a very useful technique in learning
sequential decision-making for control purposes. In this paper, we ﬁrst brieﬂy describe the fundamentals and important methods of solving reinforcement learning
problem in a model-free way. The challenges it its design lead us to present the realtime reinforcement learning algorithm that considerably makes learning eﬃcient by:
1) experience replay - using past experience of the robot to speed up computations [Wawrzynski, 2009], and 2) ﬁxed point step-size estimation - autonomously
estimating the learning rate parameters of the algorithm [Wawrzynski and Papis,
2011].

2.1

Preliminaries

Reinforcement learning is a hit-and-trial learning method driven mainly by feedback
from the environment or rewards. These rewards essentially guide the solution of
the learning problem. The basic procedure of reinforcement learning starts with the
environment being in some state initially. The learner, or the agent, interacts with
the environment by taking an action (the only way an agent can interact with the
environment). The state of the environment changes due to that action and the
agent gets some reward as feedback. Then the agent observes the new state and
repeats the procedure again. During the successive iterations, the agent also tries to
modify its policy of interaction with the world with an aim to maximize the rewards
obtained. Since the agent learns to interact with the environment - this type of
learning is in essence online.
The representation of the environment model and the agent in reinforcement
8

Learner

Environment
Figure 2.1: Reinforcement learning conceptual framework

learning is done using Markov Decision Processes (MDP). This means that future
states depend only on the current state and the current action. Simple MDPs can
be represented by a tuple < X , U, P x , R > - where X and U represent the space of
all possible states and actions, Px is the set of transition probabilities for moving
from one state to another state when an action is taken, and rt ∈ R is the reward
associated with every transition. An agent observes the state xt in discrete time
t = 1, 2, 3, . . . and performs an action ut which changes the state of the environment
to xt+1 .1 The procedure is conceptually represented in Figure 2.1. Mathematically,
the environment is stochastic under the MDP framework:
xt+1 ∼ px (.|xt , ut )

(2.1)

where x ∈ X , u ∈ U , and px ∈ Px is a probability density function. Without loss
of generality, the environment can be assumed to be deterministic for the problems
presented in this thesis, given by a discrete non-linear dynamical system:
xt+1 = f (xt , ut )

(2.2)

The actions, ut , are generated by a policy π representing the family of probability
distributions parameterized by the policy vector θ of arbitrary dimensionality.
ut ∼ πθ (.|xt , θ)

(2.3)

The learning is aimed to ﬁnd a distribution that maximizes the likelihood or
probability of sampling those actions which yield higher rewards. The commonly
1

It is important to note that the equations shown here are at discrete intervals of time, however,
the essence of formulation presented here is continuous as these time intervals may not be equally
spaced.
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used method is to select a constant distribution - usually a Guassian - to map actions
continuously and learn appropriate mean and standard deviation for a given state
and a given policy vector. The mean of the distribution moves towards actions
with higher probability and the resulting standard deviation reduces as the learning
converges to an optimal solution. Noise is added to explore the distribution to search
for better actions. A simple way to represent the stochastic control policy of the
learner is by means of a function approximator g(x, θ) and a random noise vector η:
ut = g(xt , θ) + η,

η ∼ N (0, Iσ 2 )

(2.4)

The noise here is sampled from a guassian distribution with covariance matrix
equal to Iσ 2 . The goal of reinforcement learning is to adjust the policy vector
such that the future rewards received on average during its course of actions are
maximized. The sum of future discounted rewards is given by value-function V (x; θ):
{
V (x; θ) = E

lim

T →∞

T
∑

}
γ i rt+i |xt = x, policy = πθ

(2.5)

i=0

where γ is the discount factor γ ∈ (0, 1), and T is the horizon or range of the
sequence of states and actions mapped in future given the current state (horizon is
inﬁnite in this case, but can be ﬁnite). The policy vector which maximizes the sum
of the future discounted rewards gives us the required optimal control policy πθ∗ .

2.2

A Tool for Optimal Control

Control problems can be broadly classiﬁed into two categories [Sutton et al., 1992]:
1) Regulation and Tracking Problem - the desired trajectory is known to the
learner. For example, tracking an object with the camera, 2) Optimal Control
Problem - the desired trajectory is not known and the objective is to maximize a
functional of the controlled system’s behavior. For example, juggling with a stick
using robotic arms [Schaal and Atkeson, 1994]. In this case, it is not known how the
arms of the robot should move to juggle better. Rather only a performance criterion
- not dropping the stick - is known and the control system is designed to not only
make the robot follow the reference trajectory, but also ﬁnd a better trajectory.
The optimal control methods can further be classiﬁed as: (1) Indirect - controls
are recomputed from an estimated system model at each step; (2) Direct - optimal
controls are determined without forming any system model. The most challenging
application of reinforcement learning is in direct or model-free optimal control. This
is so because classical control techniques fail against the complication of unknown
10

trajectory and non-linear system dynamics. We will focus on using reinforcement
learning for direct optimal control in this thesis.
There are several approaches that have been proposed to ﬁnd the optimal control
policy [Tedrake, 2004b]. A broad classiﬁcation of these paradigms include:
1) analytical methods - the optimal controller is approximated analytically
for a simpliﬁed dynamic model of the system. The most famous example of this is
the linear-quadratic regulator (LQR) and its variant with Guassian noise (LQRG).
However, the analytical solution is only possible to compute for very simple systems.
2) policy-gradient methods - the optimal solution is obtained by direct stochastic gradient descent of the control policy. The methods guarantee local optimal
policy but suﬀer from low convergence. The most important algorithms of this class
include policy gradient and natural policy gradient.
3) expectation-maximization methods - the optimal solution is derived on
the basis of expectation-maximization (EM) and the optimization is formulated with
immediate rewards [Dayan and Hinton, 1997] or as a reward-weighted regression
problem [Peters and Schaal, 2007]. A desirable feature of algorithms of this class is
that no learning rate parameter is required to be speciﬁed during learning.
4) value-function methods - the optimal solution is found by learning the
reward function. The value-function can be approximated by a number of ways
such as dynamic programming, value-iteration, temporal diﬀerence (TD) learning
and Q-learning. These algorithms are more eﬃcient than policy-gradient methods
but do not guarantee convergence in general.
5) actor-critic methods - the optimal solution is obtained by combining the
gradient descent with the value function approximation methods to yield eﬃcient
learning with some performance guarantees. The scope of this thesis is limited to
actor-critic class of algorithms.

2.3

Classic Actor-Critic

The classic actor-critic method employs two systems, an actor and a critic. The
actor represents a stochastic control policy πθ (u|xt , θ) with parameter θ ∈ Rnθ to
generate control actions, while the critic represents the value-function approximator
V̄ (x; v) parameterized by vector v ∈ Rnv . The common methods used by critic
for predicting the value-function are TD learning and Q learning. TD learning,
or simply TD(λ), uses a weighted sum of future predictions of value-function to
estimate the long-term reward Rt :
11

Rtλ = rt + γ V̄ (xt+1 ; v) +

∑

(
)
(γλ)i rt+i + γ V̄ (xt+i+1 ; v) − V̄ (xt+i ; v)

(2.6)

i≥1

or, it can be re-written as:
Rtλ = V̄ (xt ; v) +

∑

)
(
(γλ)i rt+i + γ V̄ (xt+i+1 ; v) − V̄ (xt+i ; v)

(2.7)

i≥0

The parameter λ ∈ [0, 1] deﬁnes the dependency of the long-term reward on
predicted value-function V̄ and actual reward r. For λ = 1, the estimator is based
on true rewards, but its variance may be too large, while λ = 0 ensures smallest
variance at the cost of inaccuracy in value-function approximation. TD(0) is also
commonly known as value iteration and TD(1) is the Monte-Carlo estimation.
The algorithm works in combination such that the actor generates the action
and the critic rewards the actor depending upon its eﬀect on long-term reward.
Let ϕt (x, θ, v) and ψt (x, θ, v) deﬁne the average direction of improvement along the
vectors parameterizing the actor and the critic respectively. A visit in state xt
modiﬁes the policy vector θ along the estimator ϕ̂t that deﬁnes the gradient of
expected long-term reward Rtλ :
(
)
ϕ̂t = Rtλ − V̄ (xt ; v) ∇θ ln πθ (ut ; xt , θ)
θ = θ + βtθ ϕ̂t

(2.8)

where step-size βtθ is a small positive number. The critic vector is accordingly
adjusted to minimize the discrepancy between Rtλ and V̄ (xt ; v), given by its gradient
estimate ψ̂t . The update is given by the product of estimate ψ̂t and small positive
step-size βtv :
(
)
ψ̂t = Rtλ − V̄ (xt ; v) ∇v V̄ (xt ; v)
v = v + βtv ψ̂t

2.4

(2.9)

Real-Time Reinforcement Learning

The classic actor-critic algorithm provides a generic tool to optimize a policy on
the basis of data coming from the control process. However, it has some major
limitations: 1) many data samples are required for obtaining good control policies.
The cost of collecting data from the control process and the elapsed time makes the
algorithm infeasible for many real-world problems. Consequently, a lot of eﬀort is
made in reinforcement learning community to reduce the number of training samples
12

and reuse them in future updates. 2) the learning rate parameters are to be deﬁned
for actor and critic which is critical for achieving good performance of gradient
estimators. 3) the choice of policy vectors are hard to deﬁne manually, but it plays
an important role in providing a trade-oﬀ between convergence speed and goodness
of solution.
In our real-time reinforcement learning framework, we address these problems by
augmenting the actor-critic algorithm with experience replay and autonomous stepsize estimation for eﬃcient and real-time learning. Recently, it has been shown that
policy parameters can be incrementally evolved in accordance with the complexity
of the underlying solution [Kormushev et al., 2011], however, its evaluation is not
considered in this thesis.

2.4.1

Actor-Critic with Experience Replay

The idea of experience replay is to use previously collected samples to intensify
the learning process of the original sequential algorithm as if the events have just
happened. In the classic actor-critic algorithm, the policy vector is adjusted after
every time instant t along the estimate of policy improvement ϕt (x, θ, v). Whereas
in the actor-critic algorithm with experience replay, the actor repeatedly chooses
one of the recently visited states within each time instant t, and modiﬁes the policy
vector along the estimate. The actor employs the gathered experience to adjust
diﬀerent policies characterized by diﬀerent policy vectors. The critic undergoes the
same operation as that of actor in the modiﬁed algorithm.
The concept of reusing samples evolved from the importance sampling technique [Sutton and Barto, 1998]. Although the bias vanishes asymptotically but the
variance of the estimator signiﬁcantly increases, thereby, limiting its use for real
reinforcement learning tasks. In [Wawrzynski, 2009], the concept of adaptive importance sampling is introduced by the use of randomized-truncated estimators that
signiﬁcantly reduce the variation of the estimators. This ensures stability of the
process while allowing the past experience to intensify the learning process. The
randomized truncated estimators of ϕ̂ri (θ, v) and ψ̂ir (θ, v) appropriately compensate
for the fact that the current policy is diﬀerent from the one that generated the
actions in the database. They are given by:

ϕ̂ri (θ, v) = ∇θ ln πθ (ut ; xt , θ)

K
∑

{
αk di+k (v) min

k=0
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k
∏
π(ui+j ; xi+j , θ)
,b
π(ui+j ; xi+j , θi+j )
j=0

}
(2.10)

ψ̂ir (θ, v)

= ∇v V̄ (xt ; v)

K
∑

{
k

α di+k (v) min

k=0

k
∏
π(ui+j ; xi+j , θ)
,b
π(ui+j ; xi+j , θi+j )
j=0

}
(2.11)

where b > 1, θi+j is the policy vector to generate ui+j , K is a positive integer
random variable drawn independently from a geometric distribution Geom(ρ)2 with
parameter ρ ∈ [0, 1), and di (v) is the TD(0) of the form:
di (v) = ri + γ V̄ (xi+1 ; v) − V̄ (xi ; v)

(2.12)

The number of computations of replaying experience after t control steps is
deﬁned by function v(t), which simply limits the computations for small t to avoid
overtraining and is bounded from above. A simple candidate of v(t) is a ramp
function which after time to becomes constant.

2.4.2

Step-Size Estimation

The actor-critic with experience replay recurrently draw samples from database and
estimates the random vector to modify the parameters of actor and critic. The
update of parameters is of the form of stochastic gradient descent:
θt+1 = θt − βt g(θt , ξt )

t = 1, 2, . . .

(2.13)

Here, θ deﬁnes the optimization parameter, βt deﬁnes a vanishing sequence of
step-sizes with t = 1, 2, . . ., ξt is a sequence of data samples and the function g
deﬁnes the direction of parameter improvement, given by the gradient ∇J(θ).i.e,
Eg(θ, ξ) = ∇J(θ). We apply the ﬁxed-point algorithm for step-size estimation
introduced in [Wawrzynski and Papis, 2011]. The step-size at every time instant t
is estimated by computing two displacement vectors Gt,n and G∗t,n given by:
Gt,n =

n−1
∑

G∗t,n

g(θt+i , ξt+i ),

i=0

=

n−1
∑

g(θt , ξt+i )

(2.14)

i=0

where the consecutive points θt+i are computed using Equation 2.13 by ﬁxing
the step-size.i.e, βt+i = βt for i = 0, 1, 2, . . . , n. The vector Gt,n is proportional to
the displacement of the point θ between instant t and t + n, whereas the the vector
G∗t,n is proportional to the displacement of the point θ if all the gradient estimators
g are calculated at θt .
2

if K has a geometric distribution Geom(ρ), then P (K = m) = (1 − ρ)ρm for positive integer

m.
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The relative magnitude of displacement vectors Gt,n and G∗t,n decide the direction
of step-size deﬁned by the following diﬀerence norm function Sf :
Sf = ||Gt,n − G∗t,n ||2 − ||G∗t,n ||2

(2.15)

If the value of ||Gt,n − G∗t,n ||2 is relatively too small with Sf ≈ −||G∗t,n ||2 , the
step-size is increased as the curvature of gradient J estimate plays no role in this
movement. If the value of ||Gt,n − G∗t,n ||2 is relatively too large with Sf > 0, the
step-size is decreased as the curvature of gradient J estimate and noise have the
same impact on the movement of θt+i . If the diﬀerence is very large Sf ≫ 0, then
the parameter θ moves back to its value at time instant t. The three cases are
highlighted in ﬁgure 2.2 from left to right respectively.

Figure 2.2: Contour lines of three diﬀerent functions J with equal ∇J(θt ), β and
g(θt , ξt+i ) for i ≥ 0 [Wawrzynski and Papis, 2011]

A more formal notion of regularity conditions and choice of n can be found
in [Wawrzynski, 2010]. The suitable choice of n is such that n1 G∗t,n is a good estimate
of the gradient ∇J(θt ):
n=

Eθt ||g(θt , ξ)||2
||∇J(θt )||2

(2.16)

The estimator of ||∇J(θt )||2 takes the form of statistics:
∑n
i=1

∑
g(θt , ξt+i′ )
g(θt , ξt+i )T i−1
′
∑n i =1

(2.17)

i=1

The step-size estimation using ﬁxed point method takes as input the gradient
estimates g(θt , ξt+n ) and g(θt+n , ξt+n ) at time instant t and t + n respectively and
autonomously determines the step-size to adjust parameterized vector θ. In context
of actor-critic with experience replay, the term ξt+n represents the data required
to estimate the gradients ϕ̂ri and ψ̂ir .i.e, a sampled sequence of states, actions and
rewards. Moreover, negative values of gradient estimators are used as the actor-critic
15

maximizes the rewards, contrary to minimization problem addressed here.

2.4.3

Actor-Critic with Experience Replay and Step-Size
Estimation

The overall real-time actor-critic algorithm combines the experience replay with the
ﬁxed point step-size estimation method for eﬃcient online learning. The actor and
critic parameters are optimized by separate modules that realize the ﬁxed point
method. The algorithm is split into two threads executing simultaneously: control
thread - one that controls the robot by sampling actions, and optimization thread one that optimizes the control policy. The overall real-time actor-critic algorithm is
presented in Algorithm 1.
Algorithm 1 Actor-Critic with Experience Replay and Fixed Point Step-Size Estimation
Input: Initial actor policy vector θ0 , critic vector v0
procedure CONTROL THREAD
1: repeat
2:
Draw and execute action, ut ∼ πθ (.; xt , θ)
3:
Register the sample < xt , ut , πθ (ut ; xt , θ), rt , xt+1 > in the database
4:
Increase the computation steps, K = K + v(t)
5: until the optimal policy is found πθ ≈ πθ∗

6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:

procedure OPTIMIZATION THREAD
k := 0
loop
while there are pending computation steps (k ≤ K) do
Make sure only N most recent samples are present in the database
Draw i ∈ {t − N + 1, t − N + 2, . . . , t}
(
)
Compute actor step-size βtθ using the estimates − ϕ̂ri (θt , v), −ϕ̂ri (θt+n , v)
Adjust θ along an estimator of ϕ(xi , θ, v)
θ := θ + βtθ ϕ̂ri (θ, v)
(
)
Compute critic step-size βtv using the estimates − ψ̂ir (θt , v), −ψ̂ir (θt+n , v)
Adjust v along an estimator of ψ(xi , θ, v)
v := v + βtv ψ̂ir (θ, v)
k := k + 1
end while
end loop
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Chapter 3
Proposed Augmented
Reinforcement Learning
Reinforcement learning gained a lot of popularity in the beginning for providing a
generic framework to deal with complex non-linear problems in the most natural
way. However, learning control policy becomes computationally intractable as the
search explodes with increasing dimensions of the system. Scaling of reinforcement
learning paradigm is an open and interesting research question in robot control.
Several promising approaches have been proposed to overcome these diﬃculties such
as hierarchical reinforcement learning [Barto and Mahadevan, 2003], inverse reinforcement learning [Ng and Russell, 2000], apprenticeship learning [Abbeel and Ng,
2004], imitation learning [Schaal et al., 2004] etc. For purpose of this thesis, we
are interested in optimization with reinforcement learning algorithms only. In the
last chapter, we addressed the real-time implementation issues of speeding up reinforcement learning. The focus of this chapter is on incorporating motor plans using
policy primitive to make optimization feasible in high-dimensional spaces.
The chapter is organized as follows: we ﬁrst describe an overview of policy
primitives and their application to reinforcement learning in 3.1. Then, we propose
our inverse prediction model in detail in Section 3.2, which leads to our augmented
reinforcement learning framework in 3.3.

3.1

Policy Primitive

A motor task with a well-deﬁned objective is called a primitive 1 . For example,
driving a car, reaching of arm movement to a desired target, walking etc. Policy
primitive is a parameterized representation of a particular motor task that deﬁnes
1

We use motor task in the sense of a primitive in this thesis.
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the mapping of the state of the environment to motor actions in a continuous way2 .
The idea of adding policy primitive to the online learning control policy makes the
problem of optimization feasible even in higher dimensional spaces. The primitive
policy functions to provide an educated initial guess for the learning agent to conﬁne
its search to near optimal regions. The use of policy primitive reduces the problem
of reinforcement learning to trajectory learning which is signiﬁcantly more tractable
[Kawato, 1999] [Peters and Schaal, 2008a].
In this section, we discuss two important representation schemes to incorporate
motor tasks in the form of policy primitive or initial policy that can be combined
with reinforcement learning:

3.1.1

Time-Indexed Reference Trajectory

The most common approach adopted in controlling a system is to describe the
motor task in terms of reference trajectory of the state xd that is time-indexed for
t = 1, 2, . . . , tf . The reference trajectories can be translated into the control actions
using the standard proportional-derivative (PD) controller with gains kp and kv .
The policy primitive with parameter α for the time-indexed reference trajectory can
be represented as:
u = π(x, α)
= π(x, xdt )
˙ t − q̇)
= kp (qdt − q) + kv (qd

(3.1)

˙ represents the joint angles and joint velocities of the desired
where qd and qd
sate xd, while q and q̇ are the measured ones of the actual state x. If the reference
trajectories are represented by a spline, the parameter of the policy primitive would
be the spline nodes and the duration of each spline node [Peters and Schaal, 2008b]
[Miyamoto et al., 1996]. The representation signiﬁes that the policy primitive is
explicitly dependent on time. Although it looks a fairly simple method, there are
several disadvantages associated with this control policy: 1) the desired trajectory
is not robust to unforseen disturbances and higher frequency signals. This restricts
the validity of the reference trajectory to the local neighborhood for a given state x
at time t. It is important to understand that the actual state observed by the learner
is imposed by the environment, hence the time-indexing of reference trajectory may
take the desired state far from the actual state resulting in jerky and dangerous
motion. For example, consider the case in which the goal of the robotic arm is
2

Policy primitives, movement primitives, initial policy, preset policy, fixed policy all refer to the
same context in our work.
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to reach a given desired target. Now, if the path of the arm is blocked due to
an obstacle, the actual state will not change but the desired state will saturate
the motors to provide inﬁnite torque, possibly causing some damage, 2) from the
view point of reinforcement learning, the learner perceives this environment as nonstationary as the resulting state-action transition may vary over time, and 3) the
accuracy of the computed reference trajectory depends on the type of representation
and higher accuracy is achieved at the cost of more computational eﬀort. Moreover,
it is highly unlikely that such reference trajectories are rote-memorized by the brain
for each task.

3.1.2

Dynamic Movement Primitives

The idea of Dynamic Movement Primitives (DMPs) [Ijspeert et al., 2002a] [Ijspeert
et al., 2002b] is to formulate the desired trajectories as a set of autonomous nonlinear diﬀerential equations with well-deﬁned attractor dynamics. A DMP consists
of a transformation system (Eq. 3.2) and a canonical system (Eq. 3.3) of the form:
(
τ ẋ = g x, f (z))

(3.2)

(
τ ż = h z)

(3.3)

The transformation system exploits the attractor properties of a dynamic system for discrete or rhythmic behavior whereas, the canonical system autonomously
determines the ‘phase’ z of the system functioning as a substitute of time. The
two systems are coupled with a non-linear forcing term f (z) that modiﬁes the attractor landscape of the dynamic system according to the desired trajectories. The
advantage of this transformation is that time is implicitly embedded in the phase
which can be manipulated easily to control the evolution of the system (for example,
adding coupling terms, phase resetting etc.) [Ijspeert et al., tted]. The commonly
used representations of the transformation and canonical system for point attractor
movement – such as arm reaching a given target – are respectively given by:
τ x˙2 = αx (βx (g − x1 ) − x2 ) + f (z)
τ x˙1 = x2

(3.4)

τ ż = −αz z

(3.5)

where τ , αx and βx are positive time constants, g is the point goal, z is the phase
variable, [x1 x2 ]T is the state of the system x typically desired joint positions and
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joint velocities respectively, and f (z) is the non-linear forcing term which transforms
the reference trajectories to represent the desired position, velocity and acceleration
in accordance with the phase z of the system. When the system reaches the goal g,
the eﬀect of f (z) vanishes with z ≈ 0. f (z) is of the form:
f (z) =

∑N
n=1

φn (z)θn z

(3.6)

where N is the number of parameters per degree of freedom and θn is the nth
parameter to be adjusted of N , φn are the weighing functions given by normalized
guassian kernels with centers cn and widths hn of the form:
(
)
exp − hn (z − cn )2
φn = ∑N
(
)
2
m=1 exp − hm (z − cm )

(3.7)

To understand the concept of using a separate dynamic system to model time,
consider the augmented canonical system of the form [Schaal et al., 2007]:
τ ż = −αz z

1
1 + αc (q − qd)

(3.8)

where αc > 0, q is the joint position and qd = x1 is the desired joint position
in context of above formulation. In this augmented canonical system, the phase of
the system is controlled by the position tracking error at the output and the desired
joint positions evolve according to the current joint position. The advantage of using
this representation is that the motor torques will not saturate if the system gets
perturbed at the output. However, it has not been used for its complex formulation.
In the context of our discussion, the policy primitve representation of DMPs
with parameter α can be given as:
u = π(x, α)
= π(x, z, θ)

(3.9)

where θ is the policy vector and the state of the system x is now augmented
with an internal variable z that implicitly embedds time in it. The representation
signiﬁes that the policy primitive is implicitly dependent on time. It is important to
understand that although z makes the time dependence implicit, it does not make
the system completely autonomous.i.e, independent of time from behavioral point of
view. From the context of reinforcement learning, the learner may still continue to
perceive this environment as non-stationary. The advantage of using DMPs is that
f (z) is linear in parameter θ, thereby making it easy to use other learning paradigms
[Schaal et al., 2007] [Kober et al., 2010]. For applications in robotics, it should be
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noted that the non-linear transformation is done at a kinematic level without taking
into account the system to be controlled. The transformation produces a change in
desired state which then needs to be translated into motor commands by using an
appropriate controller. The DMPs mark an important contribution in modeling nonlinear dynamical systems for goal-directed behavior and have been used to explain
the role of central pattern generators in biology.

3.2

Inverse Prediction Model

It is evident that policy primitives play a major role in optimization with complex
motor control tasks. Before presenting our solution to deal with such problems, we
ﬁrst describe our desired goals from the policy primitive:
• The policy should determine the motor actions to be applied based on the
given state of the environment such that it encodes the given motor task.
• The representation should be completely autonomous with no explicit or implicit time-dependence.
• The approach should be scalable for higher dimensional systems.
• The policy can readily be integrated with stochastic control policy of reinforcement learning.
The stated objectives are diﬀerent from the classical control system schemes
as the desired state is not dependent upon time, rather it is a function of the
current state of the system. Role of time in the generated output of the system
may only serve as a performance indicator of the system. This implies that the
system is completely autonomous and has to decide about subsequent actions that
lead to a particular behavior. In this thesis, we propose a new internal model of the
environment to achieve this desired state-action transformation.

3.2.1

Internal Models

Empirical studies on motor control in humans show that the brain forms an internal model to transform the sensory inputs into motor commands. Although there
are inﬁnitely many models that can explain learning data of tranforming inputs to
outputs, the internal models in context of motor tasks are of two types [Wolpert
et al., 2001]: 1) Forward Model - this refers to the ‘causal’ model of the environment that transforms motor actions to sensory consequences. Most of the classical
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Figure 3.1: Comparison of diﬀerent internal models

control theory revolves around forward models, 2) Inverse Model - this refers to
the opposite model that transforms a desired sensory consequence into the motor
commands. It is believed that the human brain stores both these models, inverse
models for feedforward and forward models for prediction. However, there is no
unanimous consensus among the researchers in this community.
The internal models of the environment have an important role to play in learning systems. They have been used to augment the capabilities of supervised learning
algorithms, originally proposed by Werbos [Werbos, 1987]. Jordan et. al. extended
the concept by using feedback from the environment as a ‘teacher’ to guide the distal supervised learning problem [Jordan and Rumelhart, 1992]. In their approach,
the learner translates the intentions into actions which are transformed into outcomes by the environment, or in simple words the intentions are mapped to desired
outcomes. Their work explored forward and inverse models of the environment to
realize this mapping. We extend this concept to propose new kind of internal model
that we call as inverse prediction model. The inverse prediction mapping is a
transformation from current state to desired state in an autonomous way, thereby,
encoding intentions as part of the learning process.
In this thesis, we examine in some detail the role of ‘learner’ in the context
of supervised learning problems. We extend the capabilities of learner by making
it responsible for: 1) predicting the next desired state on the basis of the current
state of the system, and 2) translating the desired state into appropriate motor
commands that should be applied. This is diﬀerent from classical schemes where
the learner/controller is responsible for the latter part and the desired state changes
with time. The proposed concept closes the loop on the desired state, thereby,
making the system autonomous. The ‘prediction’ component encodes the intentions
as part of the dynamics of the learner to output the desired state. The three internal
models of the environment are compared in Figure 3.1. The forward models take the
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Environment

Figure 3.2: Inverse prediction model. Note the similarity with the reinforcement learning
model

motor action u at time instant t and produce the sensory state x as corresponding
output. The inverse model reverses this mapping by providing motor input u for the
corresponding desired state x. The inverse prediction mapping, on the other hand,
maps the current state x at time instant t to the input at time instant t + 1 or in
general t + τ , which then yields the next state xt+τ where τ is the positive prediction
scaling factor. Note that the ﬁgure represents the case of one-to-one mapping which
may not always be case, we will address this problem in Section 3.2.3.

3.2.2

Model Formulation

We now formalize the conceptual model of inverse prediction model in this section.
Let us consider that the environment imposes the state xt on the learner that is
used to produce the action ut+1 . The environment perceives the motor action as ut
and given its state xt , it generates the output state xt+1 . The scenario is depicted
in ﬁgure 3.2.
We assume that the environment is fully observable and the learner has access
to all the state variables of the environment. The state of the robot may contain
some internal variables induced for learning purposes. The behavior of the learner
in inverse prediction model is given by:
ut+1 = g(xt )

(3.10)

The dynamics of the environment3 can be represented as:
xt+1 = f (xt , ut )

(3.11)

Note that there is no desired state or intentions that the learner perceives while
producing the motor actions. It can be understood as two dynamical systems controlling each other in a way that the output of one system is the input of the other.
3

For simplicity, we assume that the environment gives the output in the same space as that of
input. However, the output may be given in task space using a transformation function h of the
form yt = h(xt )
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In the inverse prediction model, the learner takes the input state of the environment and produces the action by ﬁrst predicting the next state on the basis of its
input and then, transforming it into motor commands accordingly. The prediction
is scaled in future by time τ and it is entirely based on the state imposed by the
environment. The learner predicts the future state such that the system continues
to follow a desired trajectory. For example, in our earlier example of robot arm
reaching a desired target, if the path of the robot arm is now blocked from reaching
a goal by placing an obstacle, the motor commands computed using inverse prediction would keep pushing the arm to attain the next position independent of passing
time, thereby, avoiding any damage that may be caused by saturation of torques in
motors. Given the state of the environment xt , the mapping of inverse prediction is
represented as:
xt

u∗t+τ

x∗t+τ

(3.12)

Equation 3.12 describes the inverse prediction mapping task of the learner for
supervised learning. This leads us to the formal deﬁnition of an inverse prediction
model.
Definition 1 (Inverse Prediction): ’An inverse prediction model is the one
that autonomously in a time-independent way produces an action on the basis of
current state of environment such that the next state moves along a reference path’

3.2.3

Learning Inverse Prediction Model

The main question in inverse prediction model is how can the learner autonomously
take the action such that the state changes along a reference path. To this end,
we assume that initially the state of the environment can be changed from outside
to make the learner perform the underlying motor task. We can then utilize this
feedback of the environment to learn the inverse prediction model. Let the problem
of inverse prediction mapping be given by function g(x):
ud = u∗t+τ = g(xt )

(3.13)

The inverse prediction model can be learned using a function approximator such
as neural networks with parameter w . The goal of learning is to make the output
of function approximator un converge to the desired action ud :
un = h(xt , w)
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(3.14)

Inverse Prediction
Model

Environment
Figure 3.3: Oﬀ-line direct inverse prediction model learning (the block
delay)

1
z

represents unit

There are three main ways introduced to learn inverse prediction models similar
to that of inverse models with required modiﬁcations: 1) Direct Inverse Prediction Modeling, 2) Feedback-Error Prediction Learning, and 3) Supervised Prediction
Learning with a Distal Teacher. The word prediction is used in the above schemes
to highlight the diﬀerence from classical inverse approach.
1. Direct Inverse Prediction Modeling
The simplest possible method to learn an inverse prediction model of the system
is to use the output of the system as the input of the learner and use the next
input of the system as the desired output of the learner. This type of learning is
in essence oﬀ-line. First, the motor commands u∗t that describe the motor task are
applied and the resulting output of the state is recorded as x∗t at t = 1, 2, . . . , tf .
The learner then adjusts its parameters to approximate its output un = h(xt , w)
according to the next input. Note that the output of the system xt is delayed in
the learning scheme to map it to the next input (see Figure 3.3). We call this type
of learning as direct inverse prediction modeling. It is diﬀerent from direct inverse
modeling [Miller, 1987] as the transformation not only inverts the current state to
the motor action but also moves the system towards next state.
The major limitations of this kind of learning are two-folds: 1) the learning is not
so called goal-directed as pointed out by Jordan in [Jordan and Rumelhart, 1992].
This means that the error between the approximated motor input and the actual
motor inputs do not cater for the accuracies in the output as there is no direct way
to relate the approximated input to the desired output. The resulting mapping is,
hence, sensitive to noise in the output state, and 2) the learned model may not give
accurate results in case of one-to-many mappings from state to actions because the
predicted action of the learner may not be in the feasible region depending on the
generalization capabilities of the learner.
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Figure 3.4: Online direct inverse prediction model learning

The problem of goal-directed learning can be solved by choosing particular motor
action rather than generating them randomly. In order to do so, the output state
of the system is given as the input to the inverse prediction model, the output of
which is the input again to the original system. This input now becomes the desired
motor input ud = g(xt ) and is compared with the the output given by the inverse
prediction model un = h(x, w) similar to the oﬀ-line case. This type of learning is
goal-directed and allows simultaneous execution of inverse prediction model and the
system online [Oyama et al., 2000].
The problem of one-to-many mappings is, however, a more diﬃcult problem to
address. The ideal mapping is a one-to-one mapping with every state being uniquely
identiﬁed by every action. In general, the state variables of the system may undergo
some feature selection to remove any redundancies in the training data. We will
illustrate this with our biped walking example in Section 5.3.
The main advantage of using direct inverse prediction modeling is its simplicity
and oﬀ-line learning. It may not be possible to compute the inverse prediction model
online as the system may get uncontrollable with learning function input such as
a walking robot can fall, helicopter can crash etc. Another important factor is the
online computation time for learning the inverse model as it is not practically feasible
to keep the system performing some task continuously.

2. Feedback Error Prediction Learning
The control scheme in this method consists of a linear feedback controller and a nonlinear inverse prediction controller. The principle of learning is to use the error signal
in the feedback as the teaching signal for the inverse prediction model. The inverse
prediction controller gradually replaces the feedback controller (error converges to
zero) under the assumption that the net input to the system computed by feedback
error alone is the desired input ud of the system. The net input to the system is
given as:
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Figure 3.5: Feedback error prediction learning

ud = uf f + uf b

(3.15)

where uf f = un = h(x, w) is the inverse predictive model. The learning scheme
is goal-directed as error is computed based on the observed output state of the
system [Kawato, 1990].
3. Supervised Prediction Learning with a Distal Teacher
In distal supervised prediction learning, the learning of inverse prediction model is
preceded by learning of forward model of the environment. The forward model is
learned by monitoring the motor action inputs u∗t and the corresponding state output x∗t . After learning the forward model, the desired state is input to the inverse
prediction model and the resulting error at the output between the desired state
and the unit-delayed output state is back propagated to get motor command error
that drives the learning of inverse prediction model. The feedback-error prediction
learning approach uses the feedback signal while distal supervised prediction learning makes use of the forward model to get error signal for learning the network.
The learning in both cases is goal-directed and specially suitable for dealing with
redundancies in one-to-many mappings from state to actions. This is so as the error signal in the action space is uniquely mapped to state space, contrary to direct
inverse prediction modeling.
The major limitation in using distal supervised prediction learning is the precomputation of the forward model before learning the inverse prediction model,
which adds to the computational eﬀort. However, the forward models have a lot of
uses especially in combining multiple behaviors [Wolpert and Kawato, 1998].
The main modiﬁcation required in the aforementioned methods for inverse prediction model compared to inverse model is that of using previous state for learning
instead of using the current state. This is done by the use of unit-delay elements z1 or
for continuous case they can be represented by exp(−τ s). The three aforementioned
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Figure 3.6: Distal supervised prediction learning

methods are useful in diﬀerent scenarios depending upon the type of application.
The direct inverse prediction modeling is particularly attractive for its oﬀ-line and
simple use; the distal supervised problem directly optimizes the performance error
and may well be preferred if the forward model of the environment is available;
whereas the feedback error prediction learning is suitable for adaptive learning.

3.2.4

Properties of Inverse Prediction Model

1. Policy Primitive. Policy primitive representation of the inverse prediction
model is only parameterized by policy vector w. We will represent the inverse
prediction policy by uip :

uip = πw (x, w)

(3.16)

2. Autonomous Representation. The inverse prediction policy is completely
autonomous as actions are drawn on the basis of the current state of the
environment independent of passing time.
3. Dynamics Representation.
The inverse prediction policy encodes the
desired task at the dynamic level and caters for all the non-linearities and
sensory delays that are inherent in any real implementation. The model is
able to compensate it as the mapping is between the actual observed state
and the desired input.
4. Reactive Policy. The inverse prediction policy explains how an autonomous
system can interact with the environment using only reﬂexes. The environment
gives the stimulus to the learner and the learner simply reacts to it without
thinking. The policy can be categorized as ‘reactive - don’t think, act’ or
‘reﬂexive’.
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5. Nature-Inspired. The inverse prediction policy oﬀers a unique explanation
for execution of motor control tasks. It suggests that there is no source of desired inputs/intentions that are applied to generate a certain output; instead,
the actions are result of sensory feedback represented by the current state. The
learner forms a state-dependent internal model – instead of rote memorizing
a given task – and one state leads to the other without making any conscious
eﬀort.

3.3

Model-Free Optimal Control with Augmented
Reinforcement Learning

We will call reinforcement learning with inverse prediction policy as augmented reinforcement learning. In this section, we will formalize how augmented reinforcement
learning can be used for model-free optimal control of a given motor task. The whole
framework is divided in three main stages:

3.3.1

Reference Trajectories Generation

The reference trajectories can be designed manually or using some domain speciﬁc
algorithm. For example, teach pendants may be used to extract the via-points for
the desired trajectory in case of industrial robot arms. If the motor task or skill
to be optimized is very complex, expert demonstrations can be used to get these
trajectories, followed by imitation learning to perform the motor task. The task to
be optimized can be a discrete movement (point attractor) or rhythmic movement
(limit cycle attractor). The ﬁrst step is to extract reference trajectories for motor
actions u∗t that describe the motor task x∗t to be optimized.

3.3.2

Inverse Prediction Policy Transformation

The inverse prediction policy transforms the reference trajectories such that the
task is driven based on the current state of the environment in a time-independent
manner. The learner observes the current state of the environment and applies
action such that the state is changed along the reference trajectory. The policy uip
is given by:
uip = πw (x, w)

(3.17)

where w represents the weights of the network. If xt is a point on the reference
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Figure 3.7: Augmented reinforcement learning

trajectory, then the control input drives the motor to the next state on the trajectory
ut = ut+τ
xt+τ . The outcome of this stage is autonomous execution of the motor
task by the learner.

3.3.3

Optimization using Reinforcement Learning

The inverse prediction policy follows the same set of assumptions as that of reinforcement learning.i.e, the process is stationary and follows MDP. The inverse
prediction model uses the supervised learning paradigm in the same way as that of
reinforcement learning, thereby the two resulting policies can be simply added. The
diﬀerence in two control policies is that the inverse prediction policy is governed
by supervised learning where the performance error is minimized quantitatively;
whereas the reinforcement learning optimizes the action space by evaluating the
performance qualitatively on associated rewards. The online reinforcement learning
agent conceives the action produced by inverse prediction policy as a deterministic memory-based prediction in response to the current state. Remember that the
reinforcement learning policy uθ is a stochastic control policy that adds ‘noise’ –
sampled from guassian distribution – to explore the action space for taking better
actions in the same robot state. The actions produced by inverse prediction policy
uip and stochastic control policy uθ are added to yield the action ūt :
uθ ∼ πθ (.|xt , θ)
ūt = uip + uθ

(3.18)

It is generally not feasible to produce arbitrary random control actions that can
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signiﬁcantly increase the variance of the state. This produces data that is of little
use to the online controller. In order to stabilize the system along the desired action,
a PD controller is used to transform this motor action as a point attractor. The
resulting motor command is obtained by solving the diﬀerential equation in terms
of ut :
üt = kv (ū˙t − q˙t ) + kp (ūt − qt )

(3.19)

where q, q̇ are the joint angles and joint velocities. The stochastic policy ut is
used to explore the search space for task optimization. In our framework, we use
sequential actor-critics with experience replay and ﬁxed-point method of step-size
estimation for eﬃcient and real-time reinforcement learning (see Chapter 2). The
augmented reinforcement learning framework is shown in ﬁgure 3.7.
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Chapter 4
Implementation on Humanoid
Robot
There is an increasing trend of using standard humanoid platforms available in
the market for educational and entertainment purposes. Before the state-of-theart robots become cheap, reliable and safe to be used in everyday laboratories and
homes, these commercial humanoid platforms oﬀer a promising solution to implement fundamental approaches. However, some of these platforms need to be customized for research purposes by adding more sensors and computational power. We
use Bioloid humanoid robot and introduce custom modiﬁcations to make it capable
of carrying powerful computations. In this chapter, we ﬁrst brieﬂy describe our custom changes in the robot along with the hardware and the software architecture used
to test our learning scheme. The main focus of this chapter is the inertial navigation
scheme developed by fusing the kinematic model with the inertial measurement unit.
The chapter highlights some of the real implementation issues inherent in working
with low cost commercial oﬀ-the-shelf humanoid platforms.

4.1

Humanoid Robot

The humanoid robot used for our experimental evaluation is a customized version
of the Bioloid Premium Kit, developed by Korean company Robotis. The custom
changes are introduced to create a standard low-cost platform that can be used as
a test-bed for research on humanoid robots. The humanoid robot has 18 degrees
of freedom (DOF) powered by Dynamixel AX-12+ DC servo motors. The robot
has 6 DOF in each leg with 3 in hips, 1 in knee and 2 in ankles, whereas there
are 3 DOF in each arm with 2 in shoulder and 1 in elbow. An overview of motors
and diﬀerent sensors in a commercial Bioloid can be found in [Teodoro, 2007]. The
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Figure 4.1: Customized humanoid Bioloid and its kinematic conﬁguration

modiﬁcations introduced in our humanoid compared to the standard one are: 1)
stability - the distance between the legs is increased to distribute its mass over a
wider support area, 2) batteries - the heavy torso of the robot has been completely
replaced and batteries are added to make it capable of operating without external
power, 3) compact - the height of the robot is reduced to 34 cm by decreasing
the size of the torso and lowering the shoulders of the arm, thereby making it more
compact and lightweight, 4) inertial navigation - an inertial measurement unit
ADIS16360 is installed in the head of the robot for navigation purposes, 5) touch
sensors - the feet of the robot are mounted with touch sensors to detect contact
with the ground, 6) safety - the robot is equipped with safety pads in the front
and back to reduce the damage during falling, and 7) computation power - the
built-in CM5 controller is replaced by a powerful microprocessor using Linux OS
to speed up the computations. Figure 4.1 shows our customized humanoid after
all these modiﬁcations, along with its kinematic conﬁguration diagram on the right
adapted from [Teodoro, 2007].

4.1.1

Hardware Architecture

In commercial Bioloids, a CM5 controller is used to communicate with the servos
using a RS485 bus. The controller connects to a PC through the RS232 serial port
where it receives instructions from some humanoid proprietary software. Some re33
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Figure 4.2: Hardware architecture

search groups have also used the robot with handheld computers. In our customized
humanoid, the CM5 controller is replaced altogether with a more powerful microprocessor. The communication with servos is carried out in parallel using two separate
RS485 busses; one for right half of the robot with six servos in leg and three in arm
and other for left half of the robot. Separate threads are used for reading/writing
data in each half and a barrier is used to combine the data asynchronously. The
parallel computation reduces the computation time of processing the data with servos by half. Similarly, sensory data processing of inertial measurement unit and
touch sensors is carried out asynchronously using threads. The whole state of the
robot is updated every 10 milliseconds and then transmitted to a remote PC with
WiFi module using TCP/IP protocol. Figure 4.2 shows the hardware architecture
used in our humanoid.

4.1.2

Software Architecture

The networking in the robot is based on a client-server model where the microprocessor with Linux operating system in the robot acts as the server and the remote
application running on Windows functions as the client. The structure of the remote application is divided in six main parts: 1) ucp-computing - supports vector
and matrix operations, 2) ucp-neural - neural networks and reinforcement learning
algorithms, 3) ucp-probability - random number generators, 4) ucp-resident program running on robot, 5) ucp-application - the main program running on
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Figure 4.3: Application GUI

PC, and 6) ucp-resappboth - part of the software running on both robot and PC.
The application and the resident communicate with each other by sending messages
which the receiver identiﬁes by the information contained in its header. Diﬀerent
modules in the application and the resident are running on separate threads to allow modular structure and parallel computations. The GUI of remote application
is designed using Qt Designer. The application provides a user-friendly interface to
execute diﬀerent modes of operation such as standing, walking, home etc. When a
particular event occurs in GUI, a signal is emitted which executes the corresponding
function in the slot. A snapshot of the GUI for displaying the current state of the
robot is shown in Figure 4.3.

4.2

Biped Simulator

Working on real robots has some major barriers: hardware easily gets broken, experiments need manual supervision, exact desired states are hard to achieve, batteries
need to be charged etc. In order to eliminate these shortcomings, an oﬄine 3D simulator of the humanoid robot is designed in Matlab to analyze the actual behavior of
the robot. The main features of the simulator are: 1) gait simulation - 3D walking
gait of the robot is simulated by logging experimental data and using forward kinematics, 2) posture analysis - arbitrary posture of the robot can be simulated by
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Figure 4.4: Simulated kinematic model

controlling the joint angles directly (this feature is useful in gait generation scheme),
3)velocity estimation - direct kinematic model is simulated to estimate gravity
and velocity of the robot for autonomous navigation, 4) walking comparison initial biped walking is compared with optimized one after learning using diﬀerent
performance criteria. All the experiments are carried on a real robot and the simulator serves only in the design and analysis phase. The simulated kinematic model
of the humanoid robot is shown in Figure 4.4.

4.3

Inertial Navigation System

The Inertial Navigation System (INS) is one of the quintessential features of autonomous robots. Humans are able to control their movement in the environment
by sensing motion and orientation in the vestibular system located in the inner ear.
The semicircular canals and otolith organs are responsible for sensing angular and
linear motion respectively. INSs use an equivalent approach by using Newton’s laws
of motion to estimate the motion over time given the initial position, velocity and
orientation1 of the system. Sensory measurements for estimating motion are carried out using Inertial Measurement Units (IMUs). Recent advancements in sensor
technology have although resulted in compact and cheap IMUs with high data processing rates, there are huge diﬀerences between such low-cost IMUs compared to
tactical or navigation grade ones. Unfortunately, these low-cost IMUs suﬀer from
1

orientation and attitude are used interchangeably in the literature.

36

critical problems of accuracy, noise and bias drift that keeps reliable autonomous
navigation an open question to research community.
The performance of low-cost IMUs, however, can be improved by using data
estimation techniques. The errors are usually compensated by providing a reference
signal using additional sensors like magnetometers, inclinometers, or modeling system dynamics. Diﬀerent measurements are then combined using some data fusion
scheme such as Kalman ﬁlter [Markley, 2003]. The use of Kalman ﬁlter guarantees the resulting output to be the optimal one for a given user-deﬁned reliability
on each measurement. However, it is computationally infeasible to implement in
real-time in our case. A simpler approach to get accurate estimates is by use of
complementary ﬁlters. A complimentary ﬁlter is the one which combines a high
pass and a low pass ﬁlter in such a way that it yields the same output as that of
input. The amplitude of the orientation vector is split into two components: one
coming from gyroscope is passed through a high pass ﬁlter to remove drift, and the
other coming from accelerometer is passed through a low pass ﬁlter to compensate
high frequency perturbations. Complimentary ﬁltering approach has also been used
for inertial navigation in small-sized humanoid robots because of its simplicity [Wolf
et al., 2009]. The accuracy and the reliability of the resulting orientation, however,
cannot be compared directly. Further, the errors in resulting orientation vector are
propagated in estimating linear velocity.
The problem addressed here is to estimate linear velocity and gravity orientation
of the humanoid walking robot using minimalist information from external sensors.
The reference data for drift compensation is provided using kinematic model of the
robot. We propose a novel data fusion method that adjusts the gravity orientation
by back-propagating the error between velocity estimates of IMU and kinematic
model. Our scheme is goal-directed in velocity and requires few computations in
its implementations. Further, we also address the problem of delayed velocity estimation from kinematic model in our data fusion approach. In this section, we ﬁrst
discuss the autonomous navigation problem by IMU and kinematic model separately,
and then combine the two approaches using our data fusion method.

4.3.1

Inertial Measurement Unit

Our humanoid robot has a 6-axis IMU that consists of a 3-axis accelerometer and
a 3-axis gyroscope. The IMU is located in the head of the robot in the strap-down
conﬁguration.i.e, the IMU is attached ﬁxed to the robot and the measurements are
due to the movement of the robot, rather than the sensor. The operating principle of computing gravity orientation and linear velocity of a moving body using
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accelerometers and gyroscopes is well-established. The orientation of the moving
body is obtained by integrating angular velocities from the gyroscopes, starting
from a known orientation. The accelerometers measure the total acceleration vector
of the body in the inertial space. In order to determine the linear velocity, the effect of gravity is subtracted from acceleration vector in earth coordinates and then
integrated starting from a known initial velocity. The linear position of the body
can also be obtained by successive integration of linear velocity, however, the accumulated error makes reliable estimation much more diﬃcult and is not considered
here.
The gravity orientation and linear velocity of the robot is represented using
numerically stable quaternions in our case2 . Consider that the orientation θ of the
robot with magnitude component α and a unit axis of rotation k is determined from
the angular velocity ω by integrating over unit time interval from last measurement
t1 to the current one t2
∫

t2

θ=

ωdt

(4.1)

t1

The orientation is used to update the gravity orientation g and linear velocity v of
the robot, represented as quaternions with zero magnitude component, by rotating
them with angle α around k:
gt = θgt−1 θ−1 ,
vt = θvt−1 θ−1 ,

g0 = gin
v0 = 0

(4.2)

where θ−1 is the conjugate quaternion of θ, gin is the initial gravity at t = 0
obtained by averaging ﬁrst n samples of acceleration measurements, and v0 = 0 is
the initial speed. The linear velocity v is the result of integrating the diﬀerence
between instantaneous acceleration at and gravity gt of the robot:
∫

t2

vt = vt−1 +

(at − gt )dt

(4.3)

t1

IMU Calibration
An IMU is designed in such a way that 3 accelerometers and 3 gyroscopes are
placed orthogonal to one another to measure acceleration and angular velocity in
three perpendicular axes respectively. In a real implementation, the three sensor
axes are not truly orthogonal owing to minor manufacturing defects. Consequently,
2

Several other ways to represent orientation exists in the literature such as Euler angles, direction cosines etc.
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each sensor output is aﬀected by sensing the motion in another direction resulting
in drifting estimates. The drifting estimates have two main components: 1) bias
stability - constant bias that may vary each time when the device is powered, and 2)
bias variability - bias varying over time when the device is powered due to external
conditions like temperature. The compensation of bias variability requires error
modeling of sensors with temperature [Markley, 2003] and is not considered in this
thesis. If the start-up bias can be measured and canceled, the worst drift rate
is given by bias stability typically ranging from 1◦ /second to 0.001◦ /hour [Foxlin,
1996]. The start-up bias of sensors, hence, needs to be calibrated by comparing the
sensor’s output over a wide range of values. We address the issue of gyro-bias and
accelerometer-bias calibration separately:
• Gyro-Bias Calibration. The gyroscopes are calibrated by a simple procedure that averages the gyroscopes data oﬄine for 30 seconds and then subtracts
it from the online measurements accordingly.
• Accelerometer-Bias Calibration. The accelerometer start-up bias is measured by taking norm of the acceleration vector in diﬀerent orientations of the
body under static equilibrium and comparing it with the acceleration due to
gravity constant. If the accelerometer is calibrated properly, the diﬀerence between the two vectors should be zero. The accelerometer bias ab is computed
to minimize the following error function:
1∑
f (ab ) = min3
(||ai − ab || − ag )2
ab ∈R 2
i=1
n

(4.4)

where i = 1, 2, . . . , n is the index of the accelerometer sample registered in a
diﬀerent orientation, and ag is the acceleration due to gravity constant. In
our case, we use ﬁve diﬀerent positions to register samples, namely standing
straight position, forward and backward tilt positions with knees down in the
sagittal plane, right and left tilt positions with knees down in the frontal plane.
Results
The sampling rate used in our experiments for estimating gravity orientation and
velocity is 10 milliseconds. Even after IMU calibration, the linear velocity gives
good results for up to 2 − 4 seconds after which the integration error signiﬁcantly
drifts the velocity estimates. The gravity orientation estimates are more reliable
and they begin to slowly diverge after 30 seconds of start-up. Figure 4.5 shows
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Figure 4.5: Drifting IMU linear velocity estimates

typical diverging linear velocity results obtained during experimentation. In order
to remove this drift, we use the kinematic model of the robot.
Note: The graphs in ﬁgures are presented according to the actual sensor output
with following conversion factors:
• 1 unit of linear velocity v = 0.0033m/s
• 1 unit of gravity g = 0.0327m/s2
• 1 unit of angular velocity ω = 0.0125◦ /s
• 1 unit of joint position q = 0.293◦
• 1 unit of joint velocity q̇ = 0.6686◦ /s

4.3.2

Kinematic Model Estimation

A forward kinematic model of the robot is used to estimate gravity, linear velocity
and angular velocity in the head frame of the robot as a function of joint angles
and joint velocities. Let us suppose that the robot is in the single support phase
with one leg ﬁrmly placed on the ground and other leg in the swing phase. The
frames are associated with the joints according to the Denavit-Hartenberg (DH)
convention [Craig, 1989]. The DH convention helps to calculate the position of one
joint i with respect to the previous one i − 1 using a general transformation matrix
i−1
i T:
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Figure 4.6: Frame assignment in left and right leg using DH-convention
Table 4.1: DH-Table for left and right leg kinematic model.
i
1
2
3
4
5
6
C
H

α
0
-90
0
180
90
-90
0
0

Left Leg
a
q
L1
q6
0
q5 + atan(L2/L3)
√
2 + L32
L2
q4
- 2atan(L2/L3)
√
L22 + L32
q3 - atan(L2/L3)
0
q2 - π/2
0
q1
L6
-π/2
L7
0

d
0
0
0
0
L4
L5
0
L8

α
180
90
0
180
-90
90
180
0

Right Leg
a
q
L1
q6
0
q5 + atan(L2/L3)
√
2 + L32
L2
q4
- 2atan(L2/L3)
√
L22 + L32
q3 - atan(L2/L3)
0
q2 - π/2
0
q1
L6
π/2
L7
0



d
0
0
0
0
L4
-L5
0
L8



cos(qi )
−sin(qi )
0
ai−1


sin(qi )cos(αi−1 ) cos(qi )cos(αi−1 ) −sin(αi−1 ) −sin(αi−1 )di 
i−1


i T = 

sin(q
)sin(α
)
cos(q
)sin(α
)
cos(α
)
cos(α
)d
i
i−1
i
i−1
i−1
i−1 i 

0
0
0
1

(4.5)

The deﬁnition of the DH parameters α, a, q, d is given by:
• αi−1 is the angle from Zi−1 to Zi measured about Xi−1
• ai−1 is the distance from Zi−1 to Zi measured about Xi−1
• qi is the angle from Xi−1 to Xi measured about Zi
• di is the distance from Xi−1 to Xi measured about Zi
The head frame of the robot deﬁning its position and orientation can be located
by simply pre-multiplying the transformation matrices from head frame H to the
ground frame 0 of the supporting leg.
0
HT

= 01 T 12 T 23 T 34 T 45 T 56 T 6H T
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(4.6)

A direct kinematic model relates the linear and angular velocities of the head
frame Ẋ in terms of joint angles q and joint velocities q̇ by:
Ẋ = J(q)q̇
[

vKM
Ẋ =
ωKM

(4.7)

]
(4.8)

where J(q) is the m × n Jacobian matrix of partial derivatives and Ẋ is a vector
of linear velocities vKM and angular velocities ωKM (m = n = 6 in our case). The
Jacobian matrix can be directly computed without using the partial derivatives by
kinematic Jacobian matrix. For revolute joints as in our case, the kinematic jacobian
matrix is given by:
[
]
k
×
r
k
×
r
.
.
.
k
×
r
1
1,H
2
2,H
n
n,H
0
J(q)H =
k1
k2
...
kn

(4.9)

where ki is the unit vector along the zi axis and ri,H is the position vector from
i frame to the head frame H. The ﬁrst row gives the linear velocity, whereas the
second one gives the angular velocity of joint i. We compute the unit vector ki from
the transformation matrix 0i T
th

ki = 0i T(0 Ẑi )

(4.10)

where 0i T(0 Ẑi ) is simply the third column vector of the rotation matrix in 0i T , that
contains the unit vector along the zi axis according to base frame. The position
vector ri,j can be obtained similarly:
ri,H = 0H T(0 r̂H ) − 0i T(0 r̂i )

(4.11)

where 0i T(0 r̂i ) is the fourth column vector of 0i T containing the position of the
frame i with respect to the ground frame 0 of the supporting leg.
Equation 4.6 and 4.9 gives the transformation and the Jacobian matrix of the
head frame with respect to the supporting leg. Since the IMU measurements are
given in the head frame of the robot, the matrices need to be expressed accordingly
in the head frame H:
[
H
0 T

=

0
T
HR

01×3

−0H RT 0 rH
1
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]
(4.12)

[
H

J(q)H =

0
T
HR

03×3

03×3
T
0
HR

]
0

J(q)H

(4.13)

Using the above matrices, the kinematic model estimates of gravity gKM , linear
velocity vKM and angular velocity ωKM at a given time t are determined by:
gKM = 0H RT 0 g0

0

g0 = 0 gin

ẊKM = H J(qt )H q˙t

(4.14)

(4.15)

It is important to note that the estimates are always computed with respect to
the supporting foot under no slippage assumption. The kinematic model of each leg
is calculated separately and the above equations are modiﬁed accordingly.i.e, if the
left foot is on the ground
0
T
HR

T
= 0H RLEF
T

H

J(qt )H = H JLEF T (qt )H

(4.16)

J(qt )H = H JRIGHT (qt )H

(4.17)

and if the right feet is on the ground,
0
T
HR

T
= 0H RRIGHT

H

The supporting foot can ideally be detected using force sensors available in the
feet of most of the advanced humanoid robots. However, if they are not present
(as in our case), walking phase detection to identify supporting leg precedes the use
of kinematic model estimation. The problem of detecting biped walking phase is
addressed in the next section.
Results
The results of kinematic model data estimation are given in ﬁgure 4.7. In this
experiment, the robot is quickly moved to its right in the sagittal plan or negative
y-direction by actuating only the right ankle servo - servo 17 - and freezing all
other motors. The experiment is conducted in a short interval to compare the
results directly with IMU. The results show that gravity estimate of kinematic model
follows the true gravity orientation, but it is sensitive to the initial gravity vector.
The estimates of linear velocity and angular velocity of the kinematic model are
accurate, but delayed in time. The lag is observed because the controllers in servos
update the joint velocities only after 100 milliseconds, whereas the sampling time
of the robot state is 33 milliseconds in our case. In the next section, we present our
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Figure 4.7: Gravity, linear and angular velocity estimation using kinematic model

data fusion scheme to address this problem.

4.3.3

Data Fusion

As seen previously, the IMU even after calibration is not feasible for linear velocity
and gravity orientation estimate due to drift. The kinematic model estimation
presents its own set of problems because: 1) velocity estimates are delayed in time
due to delayed feedback of joint velocities, 2) no slip assumption of supporting foot
is violated during actual walking experiments, and 3) the kinematic model is not
valid when the robot is falling down. Hence, the data coming from two sources have
to be combined to deal with these problems.
The conventional approaches to data fusion rely on accurate estimation of gravity
orientation and consequently, getting better velocity estimate after integration. The
fundamental limitation in such approaches is the lack of goal-directed property with
reference to velocity estimate as any orientation error is integrated over time to
yield larger errors in velocity. There is no direct way to control the accuracy of
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velocity estimates. Moreover, due to the problem of delayed feedback in kinematic
model, the Kalman ﬁlter and other model-based data fusion approaches cannot be
applied directly in our case. We provide a simple and easy solution to address the
aforementioned issues in our data fusion scheme that provide satisfactory results
with very low computational eﬀort.
The data fusion scheme frequently corrects the IMU estimates with the use of
kinematic model. In order to compensate the delay, IMU estimate of both linear
velocity v̂ and gravity ĝ is divided into two parts, IMU old - estimate at time t − τd
where τd corresponds to the delay by which the kinematic model lags the IMU
estimate, and IMU increment - diﬀerence between the IMU estimate at current
time t and old estimate at time t − τd . The kinematic model at time t is used to
correct the IMU old estimate at time t − τd and the increment is added back to
the corrected estimate to yield the ﬁnal estimate. The governing assumption in this
correction is that the change in velocity and gravity estimate during delay time τd
remains constant.
Net velocity estimate obtained by data fusion is given by the sum of v̂old and
v̂incr :
v̂ = v̂old + v̂incr

(4.18)

where v̂old is corrected by using the velocity estimate of the kinematic mode:
v̂old = v̂old + βv (vKM − v̂old )

(4.19)

where βv ≥ 0 is a positive constant, v̂old is the velocity estimate at time t − τd
and vKM is the kinematic model estimate at time t. The corrected v̂old is added
back to Equation 4.18 to get net velocity estimate. The gravity estimate is adjusted
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Figure 4.9: Net linear velocity and gravity estimates after data fusion

in accordance with the velocity estimate in our data fusion scheme:
gIM U = ĝold + ĝincr

(4.20)

ĝold = ĝold ∗ (ĝold + βg (vKM − v̂old ))

(4.21)

where βg ≥ 0 is also positive and βg ≪ βv . Note that the product refers to the
multiplication of two quaternions.
The old gravity vector is rotated along the adjustment introduced by the discrepancy in velocity of the kinematic model and the IMU. The correction implies that
the gravity vector rotates in the direction of velocity diﬀerence, thereby causing the
∫
velocity estimate of IMU (at − gt )dt to move in the direction of velocity estimate
given by the kinematic model. The data fusion scheme is essentially goal-directed
in velocity and the gravity vector adjusts itself in accordance with velocity imposed
by the kinematic model and the IMU. The goal of data fusion is to keep v̂old close
to vKM .i.e,
vKM − v̂old ≈ 0

(4.22)

The rate of convergence depends upon the parameters βv and βg , where βg should
be at least an order of magnitude lower than βv . Lower values of these gains put more
weight on the velocity estimate given by IMU and the convergence is slower, whereas
higher values of gains make the convergence faster but the resulting estimates also
lag like in the case of kinematic model. Even higher gains yield estimates that
may not be smooth. In context of biped walking, lower gains are desirable as the
kinematic model does not cater for all the possible situations such as slippage and
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Figure 4.10: Walking phase detection

falling. The overall INS used in the humanoid robot is shown in ﬁgure 4.8.
Results
In our experiments, we use βv = 0.2 and βg = 0.09. Figure 4.9 shows the result of
linear velocity and gravity orientation after applying the data fusion to the experiment carried out earlier for kinematic model. It can be seen that the net velocity
estimate follows the IMU whereas the kinematic model estimate provides a baseline
reference for the net velocity. The eﬀect of back-propagating velocity error is hardly
visible on gravity estimate as it smoothly follows the IMU estimate.

4.3.4

Results and Discussion

The results of data fusion provide satisfactory estimates of linear velocity and gravity orientation. In this section, we present two important features that are added
for reliable autonomous navigation, namely walking phase detection, and falling detection.
1. Walking Phase Detection
Biped walking is generally divided in two phases: single support phase - only one
foot is on the ground, and double support phase - both feet are ﬁrmly on the ground.
An easy and most commonly used way to determine the support phase is to place
touch sensors under the feet of the robot. Figure 4.10 on the left shows the problem
of using touch sensors to determine support phase during walking. When both the
touch sensors signal high, it shows that the robot is in double support phase. The
sensors signal low - foot is in the air - only during a small instant of time when the
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Figure 4.11: Net linear velocity with and without falling detection

foot gets completely above the ground. Although the swing foot does not lift oﬀ
instantaneously, it is able to quickly transfer the body weight to the other support
foot. Our walking phase detection is based on the principle of estimating which leg
carries more weight. To this end, we consider the biped walking robot as a ﬂoating
body pivoted at its center of mass (CoM). Assuming that both the feet are on the
ground and the robot is in static equilibrium, the reaction forces in the left leg Fl
and the right leg Fr are balanced by the gravitational force Fg acting on the CoM.
Using static equilibrium principles:
∑

Fz = 0
Fl + Fr = Fg

(4.23)

∑

Mx
= 0
Fl (−rl + rr ) − Fg rg = 0

(4.24)

where rl and rr are the horizontal distances along x-axis in the frontal plane
from the left and right supporting leg to the CoM respectively. The distances are
determined from the transformation matrices C
0 T computed separately for both left
and right leg. The results of estimated force reaction are given on the right of ﬁgure
4.10. The net walking phase required to apply kinematic model for data estimation
is detected by selecting the foot with more reaction force. It is important to note
that if the robot is in double support phase with no slippage, the kinematic model
for both legs are constrained to give same estimates and the choice of model does
not play any part.
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2. Falling Detection
When the robot is falling down, both feet of the robot are in the air and the kinematic
model of the robot is no longer valid as it predicts zero velocity while the robot is
free falling. Consequently, IMU estimates are not adjusted in this phase. Moreover,
the IMU velocity estimates become discontinuous when the robot makes contact
with the ground during fall down due to sudden deceleration (see Figure 4.11 on the
left). Falling is detected by restricting the workspace of the robot to the maximum
reachable orientation during walking.i.e, the norm of the gravity vector [gx gy ]T in
x-y plane should be less than an upper threshold of reachable orientation. In our
case, the threshold is approximately 45◦ from the vertical.
The results obtained during actual walking of the robot are shown in ﬁgure 4.12.
The top-left graph compares diﬀerent methods of velocity estimation along y-axis
in the frontal plane. Gravity orientation along with linear and angular velocity crucial for autonomous navigation - are used in the next chapter to optimize biped
walking.
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Figure 4.12: Net gravity, linear and angular velocity estimation during walking
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Chapter 5
Augmented Reinforcement
Learning for Biped Walking
There is a vast amount of algorithms that have been proposed in literature to address
control of biped walking by learning. Despite these accomplishments, there are
hardly any successful examples of model-free optimization of biped walking. In this
chapter, we evaluate the proposed augmented reinforcement learning with inverse
prediction policy for optimal control of biped walking. The goal is to optimize the
walking speed of humanoid robot using complete model-free approach without any
knowledge of dynamic model of the robot.

5.1

The Learning Problem

The equations of motion for biped walking can be described by:
M (q)q̈ + C(q, q̇) + G(q) = JcT Fc + u + d(t)

(5.1)

with the mass matrix M (q) ∈ Rn×n , the Coriolis and centrifugal forces C(q, q̇) ∈
Rn , the gravity term G(q) ∈ Rn , the contact force with the ground Fc ∈ R3 along
with its corresponding contact Jacobian Jc ∈ R3×n , the motor commands u ∈ Rn
generating torques, and the random disturbances to account for stochastic system
d(t).
The vectors q, q̇, q̈ ∈ Rn describe the position, velocity and acceleration of the
robot in space respectively. In generalized coordinates with free ﬂoating base [Khatib
et al., 2008], q is given by the pair [xb q̄]T where xb denotes the position r and
orientation g of the base in space and q̄ is the vector of joint positions with q̄ ∈ Rm .
The control input u corresponding to ﬂoating base is a null vector (the base is
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obviously unactuated) and with a slight curse of notation, it will be represented
only by actuated joints here u ∈ Rm . The continuous state vector xc is given
by xc = [q q̇]T . The dynamics of biped walking are hybrid with discrete state
xd introduced during ground contact with reaction force Fc or touch sensors tc .
A discrete state has derivative of zero.i.e, it only changes during the event. In
our humanoid robot, the overall state of the robot x is of 47 dimensions with 9
dimensional base1 (gravity orientation g ∈ R3 , linear velocity v ∈ R3 , angular
velocity ω ∈ R3 ), 18 dimensional joint positions q̄ and joint velocities q̄˙ each, and 2
dimensional touch sensors tc . The overall state of the robot x is represented by:
 
q
 
x =  q̇ 
tc

(5.2)

The goal of model-free control is to assign a control action u to the motors for
a given state x of the robot in a continuous way, without any knowledge of the
dynamics model introduced in Equation 5.1. The mapping is governed by a stochastic control policy that optimizes this transformation for a user-deﬁned cost/reward
function. The idea of augmented reinforcement learning is to split this control policy
into two parts: 1) a ﬁxed/deterministic policy using inverse prediction, and 2) an
adaptive policy that samples actions from a probabilistic distribution. The adaptive policy introduces noise in the learning controller in order to keep exploring the
search space for better control actions in the same robot state. Note that both the
policies are reactive under the MDP framework.
The architecture of augmented reinforcement learning control for biped walking
is divided in three stages as shown in ﬁgure 5.1. In the ﬁrst stage, a walking gait is
generated in the robot which is transformed into a ﬁxed policy using inverse prediction in the second stage. Finally, the policy is optimized online using reinforcement
learning. We now discuss each stage one by one implemented on our humanoid
robot.

5.2

Initial Gait Generation

There is a great diversity in the methods proposed in literature to generate a stable
walking gait for the robots. For the purpose of augmented reinforcement learning
proposed here, the desired characteristics of the walking gait are:
the position of floating base r ∈ R3 is omitted from the overall state of the robot for simplicity
as it is not easy to estimate using sensors in a model-free way. However, it can be estimated with
the use of kinematic model, if required.
1
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Figure 5.1: Augmented RL for biped walking

• model-free - the walking gait design is independent of the dynamic model of
the robot
• limit cycle - the walking gait is periodically stable and robust to external
perturbations introduced in online training
• internal variables-free - the walking gait is free of internal variables of biped
walking such as center of mass (CoM) position, velocity etc.
• simple - the walking gait is simple and requires very low computational power
of on-board computer
• initial position - the walking gait starts from the default standing position
and converges to a limit cycle
It is important to note that any algorithm can be used for generating initial walking pattern. The approach that we adopt for gait generation is inline with intuitive
strategies to control biped walking. It is based on the presumption that walking is
an easier task than its underlying mathematics and complex control strategies can
be avoided for gait generation. The methodology used for gait generation here is to
heuristically deﬁne a few postures of the robot in space and interpolate them over
time to get joint trajectories for biped walking. To this end, we divide a walking
cycle of the robot in four steps: the robot leans towards the supporting leg and lifts
the knee in ﬁrst step, followed by stepping forward in the second step. The ﬁrst
two phases are repeated for the other leg to complete one walking cycle. In several
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studies, one half cycle of the robot is completed in three steps, namely swaying on
one side, lifting the knee and then marching forward [Miller, 1994]. The rationale
behind combining swaying and knee lifting in one step is to encourage the robot for
quasi-static stable motion. However, it is limited by the height through which the
swing leg can be raised as the robot tends to fall over if the swing leg foot is raised
before its body weight is transferred to the support leg. Care should be taken in the
second step to move the robot in the double support phase by putting more weight
on the leg entering into support phase, otherwise the foot of the robot slips in the
next step. Moreover, two half cycles of the robot may not be exactly symmetric,
thereby, requiring more adjustment in deﬁning the ﬁxed postures of gait.
The robot starts from the standing position initially, but resumes the ﬁrst step
of the next cycle from the last step of the previous cycle in successive walking
periods. Figure 5.2 shows the kinematic representation of the ﬁnal postures obtained
after manual tuning of joint angles to execute one walking cycle. We use linear
interpolation to draw a line between two consecutive postures separated by a ﬁxed
number of equally spaced intervals. For example, let p1 , p2 , . . . , pN p be the desired
postures of the robot in one walking cycle deﬁned by joint positions q̄ with pi ∈ Rm ,
and Ni denote the total number of intervals to move from (i − 1)th to ith posture,
then the desired motor input ui at instant i is deﬁned by:
Np Ni
1 ∑∑
(Ni − j) ∗ pi−1 + j ∗ pi
ui =
Ni i=1 j=0

(5.3)

where p0 is the initial position of the robot in standing posture. The set of inputs
deﬁne one gait cycle and its repetition yields the periodic reference input trajectory
u∗t of walking for our biped. The actual joint positions recorded gives us the required
output state x∗t . In our experiments, we use Np = 4 and Ni = 20 for i = 1, 2, 3, 4.

5.3

Inverse Prediction Walking Policy

The policy transformation of reference walking trajectories is required to select an
appropriate control signal ut for a given state of the robot xt in a continuous way.
The main desired requirement of this policy is to be autonomous.i.e, its operation
is independent of passing time. We encode the reference trajectory using proposed
inverse prediction model that maps the current state xt internally to the next input
ut+1 such that the state of the environment changes to xt+1 (see Section 3.2). The
procedure continues to drive the robot to next state xt+2 and so on to track the
desired walking pattern.
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Figure 5.2: Four obtained postures of a walking cycle

We use direct inverse prediction modeling to learn the walking policy among
the three methods introduced earlier. It provides an easy and simple way to learn
the function oﬄine without using on-board computational power of the robot. The
online feedback error prediction learning take a lot of computational time for learning
to converge, whereas distal supervised prediction learning requires more eﬀort in
estimating forward model and also, it may make the robot unstable during online
learning. However, the problems of oﬄine direct inverse prediction modeling in
many-to-one mappings from input to output and lack of goal-directed property need
to be addressed.
The policy is learned using a multilayer perceptron parameterized by vector w.
The network consists of two layers: the hidden one with Nw sigmoidal neurons and
the output one with m linear neurons where m is the dimension of active motor
units. The state of the robot xt is scaled by dividing it with the standard deviation
of corresponding element σj before it is applied as input to the network. The output
of the network is similarly scaled back to the nominal range of corresponding element
before it becomes a motor command. Such two layered networks can approximate
any well-behaved function with adequate number of neurons in the hidden layer.
Results
Experiments of inverse prediction mapping are carried out by recording the walking
gait generated in the ﬁrst stage.i.e, the input trajectories ut and the output joint
trajectories xt . The observed noisy estimate of state xt is fed as input to the learn54

ing network and the input motor commands ut+1 are used as a reference to train
the network to yield the desired inverse prediction policy. Learning of the inverse
prediction walking policy depends on three factors:
1) input state variables - since direct inverse prediction learning suﬀers in
many-to-one mappings from state to action, feature selection is required in order to
use only those state variables in the state that ideally assigns every state uniquely
to its next corresponding motor input. In our initial experiments with the whole
47 dimensional state of the robot as inputs, all the output motor commands after
learning converged to one default standing position of the robot. Consequently,
we reduced the state of the robot to only joint positions and touch sensors with
20 dimensions to uniquely identify each posture of the robot, the mapping in this
case predicts the next input correctly and the robot continues to walk along the
trajectory.
2) number of instances - theoretically, one walking cycle of the robot is enough
to generate the training dataset, however, 2 − 3 periodic walking cycles of the robot
are required to avoid overﬁtting as the observed state is only a noisy estimate.
Moreover, the generalization introduced by more instances for a particular state
helps to overcome the goal-directed deﬁciency of motor commands generated by
the network. The increase in number of instances, however, increases the time of
convergence.
3) number of neurons - the number of neurons in the hidden layer draw a
compromise between modeling complex data and overﬁtting random noise inherent
in it. For one hidden layer, the experiments have proven robust to diﬀerent number
of neurons ranging from 50 − 100. More hidden layers may be used if the training
dataset involves discontinuities.
The ﬁnal optimum settings of the inverse prediction walking policy are obtained
after some experimentation. The reduced state xr is used as input to the network
containing 18 dimensional joint positions q̄, 1 dimensional reaction force estimate Fr
of each leg, and 1 dimensional net walking phase detection feature ts . The internal
state variables are used in place of touch sensors to better identify the walking
phase. The description of these features and its eﬀectiveness is given in Section
4.3.4. However, the policy works even without these internal variables. We denote
this reduced state of the robot used for inverse prediction by xr :

q̄
 
xr = Fr 
ts
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(5.4)

Internal Representation of Inverse Prediction Policy using PCA
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Figure 5.3: Internal representation of the inverse prediction walking policy using PCA

The number of instances used in the training dataset correspond to 2 walking
cycles, while 100 neurons in the hidden layer are used to model the complexity
in the data. The learning procedure stops when the MSE falls below a threshold
of 5 and it takes on average about 50 minutes to converge on average (see ﬁgure
5.4). Figure 5.4 shows the internal representation of the obtained inverse prediction
policy using principal component analysis (PCA). The 21 dimensional reduced state
space is projected on 2 dimensions which account for 97 percent of the variance
and plotted against the compressed 18 dimensional action space which caters for 90
percent of variance of the training data. The ﬁgure shows that the robot starts from
some point in space and converges to a limit cycle. The action taken at a particular
state moves the robot to the next state and the robot keeps walking ahead.
It is important to note that the output of this stage is an autonomous walk
purely driven by the state imposed by the environment. The robot forms an internal
model of the environment and functions as a continuous state machine to react to
the observed state. The control policy at this stage can be categorized as ‘reactive
- don’t think, act’ or ‘reﬂexive’ as there is a straightforward relation between the
given stimulus and the response obtained. Remember that this stimulus is given by
the environment to drive the learner in our case.

5.4

Optimizing Policy

The optimizing policy is a stochastic control policy that adds exploration to the
learning controller to search for better control actions. The learning algorithm used
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Figure 5.4: Mean-squared error convergence time

for optimizing policy is actor-critic with experience replay and step-size estimation
introduced in 2.4. We ﬁrst present the structure of actor and critic parts, followed
by deﬁnition of rewards for learning implementation.

5.4.1

Actor and Critic Structure

Both the actor and the critic are represented by a function approximator based
on neural networks parameterized by the weights of the network θ and v respectively. The critic is a multilayer perceptron with two layers: the hidden one has
NC sigmoidal neurons and the output one has one linear neuron that estimates the
value-function. The actor network has two main components, namely a multilayer
perceptron and a normal noise generator. The perceptron has two layers with NA
sigmoidal neurons in the hidden layer and m′ neurons in the output layer where
m′ is the dimension of optimization space. If all the joint motions are optimized
independently, then optimization and joint space is same m′ = m. A random vector - sampled from a guassian distribution - is added to the output of the network
to generate the control action. In both the networks, the input to the network is
the scaled state of the robot obtained by dividing every element of the state vector
with its corresponding standard deviation. While the output of the critic network
is not scaled, the output of the actor network is scaled to cover the larger interval
[amin , amax ]. These limits of the output interval are determined in accordance with
the joint limits of the robot.
For the sake of simplicity in our initial experiments reported here, the optimiza57

tion space is reduced by neglecting the movement of the arms. Since we are mainly
interested in walking straight for the purpose of this thesis, the yaw hip motors responsible for rotation along z-axis - servo 6 and servo 7 - are also excluded from the
output action space of the optimizing policy. Moreover, we couple the action space
of servo 16 and servo 17 - the set of roll ankle motors responsible for rotation along
x-axis/frontal plane in the left and the right leg respectively. By coupling, we mean
that the same amount of noise is added to both the motors. The simpliﬁcation is
based on the assumption that during online learning with diﬀerent walking speeds,
the robot adjusts the roll ankle joint trajectories by the same amount to stabilize
itself in the frontal plane. Similar coupling is performed for roll hip motors - servo
8 and servo 9. Due to the simpliﬁcation in frontal plane optimization by coupling,
the learning control policy is more dependent on all the pitch actuators responsible
for motion in the sagittal plane.i.e, two pitch ankle motors, two knee motors and
two pitch hip actuators. In a nutshell, the dimension of our optimization policy u′ is
reduced to 8 with 6 inputs for optimization in sagittal plane and 2 for frontal plane.

5.4.2

Rewards and Penalties

The learning controller optimizes the walking motion of the robot on the basis of
the reward function that deﬁnes the optimization criteria at an abstract level. Some
famous optimization criteria common in biped walking include minimizing the load
on motors, maximizing stability, increasing eﬃciency normally measured in terms of
cost of transport. Our main goal addressed in this work is to maximize the walking
speed of the robot. To this end, we deﬁne the reward function as:

r = α0 vx − α1 ωy

(5.5)

− α2 max{||[gx gy ]|| − gmax , 0}

(5.6)

− α3 ||[gx gy ]||

(5.7)

− α4 ωz

(5.8)

+ α5 |tlc − trc |

(5.9)

The explanation of particular components of reward function is as follows:
5.5 ⇒ speed - the reward for moving ahead is proportional to the instantaneous
forward speed vx of the robot. However, in doing so it is penalized for any
back and forth oscillations given by angular velocity ωy to increase its speed,
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5.6 ⇒ falling down - the robot is heavily penalized if it falls down. Falling is
detected by restricting the workspace of the robot to the maximum reachable
orientation gmax during walking given by the norm of the gravity vector [gx gy ]T
in the sagittal and the frontal plane. In our case, gmax corresponds to a tilt of
45◦ from the vertical,
5.7 ⇒ tilt - the robot is penalized if it attempts to bend its body in the the sagittal
and the frontal plane,
5.8 ⇒ slip rotation - the robot is penalized if the foot slips causing an instantaneous increase in the angular velocity about z-axis ωz ,
5.9 ⇒ single support phase - the robot is rewarded in the single support phase.i.e,
one touch sensor is high and other is low. tlc and trc denote the touch sensors
in left and right leg respectively.
The rewards are assigned for every instantaneous state transition and the learning
algorithm maximizes them in the long run. The constants αi deﬁne the weights of
constituent components of reward function. It is important to note that the main
part of the reward function is deﬁned by two components 5.5 and 5.6 - increase
speed and avoid falling - and it is reﬂected in its corresponding weights.

5.4.3

Learning Implementation

We now combine the optimization policy with the inverse prediction policy for online
control of the robot during learning. Since the optimization space is of diﬀerent
dimension than the task space, the action vectors are added in a corresponding
way using their indexes. The resulting action vector ū is stabilized using a PD
controller to get the desired motor command. As the servos in the humanoid robot
are position controlled, the motor command u is obtained by solving the following
simple second-order diﬀerential equation in terms of u:
üt = kv (ū˙t − q¯˙t ) + kp (ūt − q¯t )

(5.10)

The learning of the robot is divided into episodes or also called roll-outs. The
robot walks for a small amount of time, and then brought back to the initial standing position for the new episode. If the robot falls down during walking, the episode
is terminated and the robot is heavily penalized. The overall control scheme is summarized in Algorithm 2, while the optimization scheme remains same as introduced
in Algorithm 1.
59

Algorithm 2 Online Control of Biped Walking
procedure ONLINE CONTROL
1: episodes := 0
2: repeat
3:
Initialize the robot in standing position
4:
while the episode has not ﬁnished do
5:
Read robot state, x = [q q̇ tc ]T
6:
Find inverse prediction action, uip = πw (xr , w) where xr = [q̄ Fr ts ]T
′
7:
Draw action, uθ ∼ πθ (.; xt , θ)
′
8:
Add the two actions, ū = uip + uθ
˙ + kp (ū − q̄)
9:
Solve for motor command ut , üt = kv (ū˙ − q̄)
′
10:
Register the sample, < xt , uθ , πθ (ut ; xt , θ), rt , xt+1 > in the database
11:
Increase the computation steps, K = K + v(t)
12:
end while
13:
episodes := episodes +1
14: until the optimal policy is found πθ ≈ πθ∗

Figure 5.5: Snapshot of the robot during experiment
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5.5

Experiments, Results and Discussion

The parameters of the actor-critic algorithm are as follows: actor-size NA = 240,
critic-size NC = 480, covariance matrix C = 1.52 I, samples database N = 104 ,
intensity of computation v(t) = min{0.1t, 1000}, discount factor γ = 0.98, λ = 0.8,
b = 3. The weights of the reward function are: α0 = 0.2, α1 = 10−3 , α2 = 40,
α3 = 0.02, α4 = 3.10−4 , α5 = 0.015. All the experiments are carried out on the robot
and optimization is done on a remote computer equipped with Intel QuadT M Q9300.
A snapshot of the robot during experiments is given in Figure 5.5.
Learning curve for the parameter setting discussed above is shown in Figure 5.6.
A single episode on average corresponds to 20 seconds of walking. The left part of
the ﬁgure shows the average reward after each episode, while the error bars of the
average rewards are plotted on the right. The training time amounts to 45 minutes
of continuous walking. It is seen that the robot quickly learns ﬁrst to adopt to
the noise induced by the stochastic policy in matter of tens of minutes and then
increase its joint angles to take bigger steps. The critic network is not trained in the
beginning and the robot falls down in the beginning episodes in order to maximize
the immediate rewards before it learns to stabilize its walking with the added noise.
The robot falls every now and then as it explores the search space, indicated by
large range of error bars.
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Figure 5.6: Average rewards vs. episode number

In Figure 5.7, we show the evolution of policies that the robot explores to optimize its walking. The projection of 47 dimensional state space and 18 dimensional
action space to single dimension each is diﬃcult to interpret. However, it shows
clearly how the robot starts with an initial policy marked in red, and optimizes it
after continuous evolution of policies shown in green. It can be seen that the actions
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Figure 5.7: Initial and optimized policy representation with evolving policies

in optimized policy are of larger magnitudes than that of initial policy which enables
the robot to take bigger steps and increase its walking speed. Note that the policy
is not smooth due to the added noise during online learning.
In order to compare the two policies, we present a small experiment in which
the robot walks for a period of 10 seconds ﬁrst with initial policy and then with the
optimized policy. Figure 5.8 shows the comparison of two walking schemes using
kinematic simulation of the robot in 3D, frontal plane and sagittal plane (from
top to bottom). It is clearly seen that the walking speed of the robot is increased
as the robot takes bigger steps after learning. The average speed increases from
1.79 cm/s to 4.36 cm/s which amounts to an increase of almost 150 percent. The
linear velocities in x-axis (sagittal plane) are compared in Figure 5.9.
The experiments suggest that the real-time reinforcement learning augmented
with the inverse prediction policy can quickly optimize the control policy. In all
our preliminary experiments, the duration of online training is shortened to almost
1 hour of continuous walking before the results are compared. The results in most
cases show a similar trend in which the robot learns to avoid falling in the beginning
followed by increase of stepping length to increase the walking speed. The pitch
motors in hip, knee and ankle controlling motion in the sagittal plane play a key
role in our optimization. In some cases, however, the learning becomes unstable and
the robot is not able to recover from continuously falling down in the beginning.
Remember that the instability during fall severely complicates the dynamics for the
learner, if not make them chaotic. The important factors that cause instability in the
learning process are: gains of the PD controller kp and kv , size of the actor and the
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Figure 5.8: Walking comparison before (left) and after optimization (right)

63

Linear Velocity (x−axis)
80
60

X−NetLinearVelFAST
X−NetLinearVelSLOW

Linear Velocity

40
20
0
−20
−40
−60
0

2

4

6

8

10

Time (s)

Figure 5.9: Linear velocity in x-axis comparison before and after optimization

critic network NA and NC , and the standard deviation of the noise σ. These factors
largely dictate a compromise between over-ﬁtting and generalization capabilities of
the optimized policy. It is important to note that we do not train the critic network
oﬄine to avoid initial falling as we are interested in online adaptation of the robot
in response to associated rewards. A direct comparison with pre-training the critic
network is, however, subject to future work.
An important outcome of optimized policy is that the walking gait is robust to
external perturbations induced during online learning. Our analysis reveals that
the Zero Moment Point (ZMP) remains inside the support polygon all the time
during optimized walking, and the walking is dynamically stable in that sense. The
stability criterion is also stronger than widely used limit-cycle stability analyzed
with Poincaré map, in the sense that noise is not introduced in the system at the
ﬁxed point once every cycle only but is continuously injected at every learning time
stamp.
In the future, we plan to carry out more experiments for longer time duration
to drive the obtained sub-optimal solution towards a globally optimal solution. The
undesirable features of the optimized walking gait that require more evaluation in
future are low ground clearance of the swing leg and and large amplitude of body
motion in the frontal plane. These features, however, require more internal state
variables to be introduced in the state and the reward function which is not the
desired objective in our context. The results presented here mark an important step
in optimizing the walking gait online in a model-free way.
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Chapter 6
Conclusions and Future Directions
Reinforcement learning oﬀers a powerful paradigm to deal with challenging motor
control tasks in a ubiquitous way. In this thesis, we explore the capabilities of reinforcement learning to make robots capable of adaptively controlling their behavior
in real-time without having any knowledge of their dynamics. We have presented an
augmented reinforcement learning framework that ﬁrst transforms the motor task
to an autonomous inverse prediction policy – the representation is independent of
passing time – and then adds online exploration for optimal control. The design
principle of transformation provides an understanding of how autonomous systems
interact with the environment, which seems to be applicable for many applications
of biological motor control. While complete non-parametric learning in real-time is
still on a wish list, the combined actor-critic reinforcement learning algorithm with
experience replay and step-size estimation makes the learning process considerably
eﬃcient for realistic control tasks.
The proposed framework has succeeded in optimizing walking speed of a commercial and inexpensive humanoid robot. The online learning controller starts from
a blank state and quickly adapts to avoid falling with added noise in lure of maximizing its immediate reward of forward speed. Our preliminary experiments mark
an important contribution in optimizing biped walking online in a model-free way.
However, since the domain is very challenging, it is very hard to justify any guarantees on the optimality of the obtained solution. In future, we plan to carry out
more thorough evaluation of the proposed framework for dynamically stable biped
walking.
A lot of interesting future directions have evolved from this research. First,
there is a considerable eﬀort required to make the learning process robust against
unstable interactions with the environment. When the robot falls for a period of time
during online learning, it sometimes fails to recover its stable walking pattern. This
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behavior is obviously not acceptable for autonomous learning systems. Secondly,
model-free control is although attractive for its obvious reasons of avoiding complex
dynamic equations, it makes diﬃcult to understand the limitations of the robot to
perform the underlying motor task. A more feasible approach can be to build simple
models for understanding the behavior and scaling them to learn autonomously in
a model-free way. This thesis gives an important design principle and a realization
for autonomous learning of motor tasks.
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